
Abstract

Current image retrieval techniques, while extremely accurate and e�ective on a
relatively small scale, are unable to scale to very large database conditionsdue
to the limitations imposed by the curse of dimensionality on nearest neighbor
searching. In addition to this, the better systems are unsuited to visual browsing
of the database. We propose theHUGINNframework for a concept-based image
retrieval system, which uses state of the art machine learning techniques to
constrain searching and browsing through the use of image concept.

This report outlines the current state of the art in image retrieval and out-
lines a current system using these techniques and a novel technique called prob-
abilistic pose prediction to achieve excellent results for near-duplicate and sub-
image retrieval. It then details a novel system for boosting machine learners
to aid in the extraction of concept from images, then outlines a plan for future
research culminating in a complete image retrieval and browsing system which
incorporates machine learning.
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Chapter 1

Introduction

The �rst time you visit a new supermarket, �nding the groceries you are looking
for can be a daunting task. There are thousands of items, and only a relative
few of them �t your grocery list. To help with this problem, a supermarket is
divided into sections which contain food belonging to a logical group (e.g. dairy,
meat, vegetables, etc.). In this way, you can look at the next item on your list,
deduce which group it belongs to, and then only search the speci�c area in the
supermarket where that item will be found, thus constricting your search and
saving you time. Similarly, if you don't know precisely what you want for di nner
yet have a general idea (i.e. meat of some kind and two vegetables) browsing
is also made much easier by being able to just walk through a section and see
what is available for purchase.

Image retrieval today is like a supermarket where the food is arranged by
size, weight or price. Global statistics about images, such as color or texture
histograms, and local distinctive features are used to index into databases of im-
ages. While this works well for smaller databases, these systems invariably have
trouble with distinguishing between similar items in large databases (imagine
trying to �nd an item in the supermarket having only been told its price, as
there will most certainly be several items that have the same price). In this
report, we will focus �rst on the content to be found in images and how that
content is used by state of the art image retrieval systems. The second focus will
be on how to extract concepts from images, after which we propose a method
of using these concepts to create better retrieval systems which divide an image
database into logical subsections to ease searching and enable e�ective browsing.

1.1 Current Systems

Current systems for image retrieval take a variety of forms. The �rst e� ective
systems such as IBM's QBIC system [68] and many others more current [88,
45] use a combination of raw image properties and text, with other systems
like Google's image search using a text search on associated text as the sole
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indexer. Other systems, such as Ogle et al.'s Chabot system [70] or Carson et
al.'s Blobworld [18] allow the user to provide a sample image or images to the
system and �nd similar images based on their features. More recent systems
make use of local feature descriptors, such as Lowe's SIFT descriptor [59], to
perform di�cult tasks such as sub-image and near-duplicate retrieval with high
degrees of accuracy [52]. Yet other systems allow the user to browse a database
in a completely visual and interactive way to �nd the desired image [22]. All
current systems, however, extract content of some kind from a database of
images and compare that content to query content which is provided by the
user. This is much like asking someone to �nd an item by giving its mass,
color, smell and specifying that it is \bigger than a bread box". In fact, it i s
worse than this comparatively simple situation, as the dimensionality of image
content (sometimes greater than 100 dimensions) makes �nding a near match
much more di�cult.

1.2 Approach

An approach that has only been tentatively explored [5] is the use of object
recognition, speci�cally the extraction of \concepts" from images, in image re-
trieval. Instead of extracting simply content, a system able to extract a concept
from a query can then apply this concept as an additional constraint on its
search, decreasing the sample space and improving search accuracy. Such a sys-
tem would understand the linking and underlying meaning behind collections of
content so that when the user provides a query, it can extrapolate that a search
for a furry object with four limbs and white and black stripes is in fact a search
for a \zebra", thus eliminating false positives linked to \penguins". This idea
is exciting in its possibilities, and we present theHUGINNframework for such a
system in this report along with a research plan leading to a complete concept
based image retrieval system in two years.

1.3 Structure of this Report

This report is structured as follows:

� Chapter 2 discusses the concept of image content and provides an in
depth survey of the various kinds of content used by modern systems.
It also contains a necessarily brief discussion of segmentation in Section
2.1.1. Like the raw data from an instrument, image content is meaningless
in and of itself yet all computer vision is built upon it. As with all sciences,
the world we study is too varied and complex to be modelled in its entirety
and we must rely on key features and global statistics in order to interpret
it.

� Chapter 3 examines the state of the art in image retrieval, ending with a
study of a fully-functional near-duplicate retrieval system in Section 3.5.
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� Chapter 4 explores the ideas behind image concept. Concept provides
models and predictions for content and connections between content and
meaning. The chapter concentrates mainly on aspects of machine learning
and its applications to computer vision, speci�cally in the understanding
of object classes and their statistical relations to certain types of content.
It assumes a basic understanding of probability, mainly Bayesian statistics.

� Chapter 5 contains the exposition and results of a novel boosting frame-
work for extracting concept as published in [46]. This system improves
on state-of-the-art systems and is the initial step in a larger framework of
exploration in this area.

� Chapter 6 concludes the report and summarizes its content. It then
details the HUGINNconcept-based image retrieval framework and presents
a timetable for the construction of various prototype systems within the
framework, leading to the completion of the PhD project in two years.

All �gures were produced by the author's implementations of various al-
gorithms or techniques with the exception of Figures 2.7 and 2.8, which were
obtained under the GNU Free Documentation License from online reference
materials on color, and where otherwise noted.

5



Chapter 2

Representing Image
Content

As the human brain captures the gigabytes of information that come through
the retinas every second, it performs a data reduction of several orders of mag-
nitude such that the information can be processed for use in cognition tasks.
The exact reduction is still a subject of some debate, but neurology has yielded
a good understanding of its nature, and the �eld of computer vision has used
this description as a guide in solving the visual data reduction problem com-
putationally. This chapter will explore some of the methods used in computer
vision to extract meaningful features from images that can then be used for
other vision tasks, thus making the formulation and motivation of those tasks
clearer.

2.1 Global Features

Global features are gathered over an entire image or image region. Many statis-
tics, such as texture (i.e. repeating or distinctive visual patterns) or shapeare
only meaningful when looked at in a large area. This section examines various
ways to describe color, texture and shape at the level of an image segment and
how features can be assembled using these descriptions.

2.1.1 Segmentation

Before we can discuss the extraction of features at the level of an image segment,
it is worth taking a brief foray into the techniques used to decide those segments.
Also, by studying a sample computer vision problem and its requirements in
terms of image data, the need for various kinds of image content will become
apparent.

The subject of image segmentation is a deep and abiding problem in com-
puter vision. The ideal way to divide an image into constituent parts is at best
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unclear. Typical e�orts use texture, color, shape or a combination of these three
to determine which regions should be co-extensive. There are several ways of
segmenting an image, but this section will only highlight the three main methods
in use at the current time.

Expectation Maximization

One method for the segmentation of images is probabilistic in nature. We can
think of each pixel in the image as having a probability of being produced by a
particular component, c, that represents the image segment to which it belongs.
That component has particular properties that describe what kinds of pixels
belong to it, and depending on those properties a pixel either belongs or doesn't
belong. In the ideal situation the probability for the correct component would
be 1 and all others would be 0, however in reality it will be a distribution
over the components such that

P
c P(cjx) = 1 where x is the pixel in question.

Component membership (for the purpose of segmentation) is determined by the
Bayes Decision Rule, namely that the component for whichP(xjc) is greatest
is chosen.

As we don't know what properties each component has at the start, we
derive those properties from the pixels which belong to the component, however
we can't assign pixels to each component until we know what properties that
component has. More simply, we can't assign pixels to components until we
know what pixels are in each component. It seems to be an insurmountable
chicken and egg problem, however we can think of it as one of missing data. In
essence, there is a missing piece of information, a hidden piece: the assignment of
pixels to components. The Expectation Maximization algorithm, �rst descri bed
in [26], was designed to solve precisely this hidden data problem. Though there
are a variety of papers that utilize the EM algorithm, as it is colloquial ly known,
a particularly good explanation of the technique can be found in [10].

The way in which various EM-based segmentation algorithms di�er depends
on the properties used to describe components. They almost all use multivari-
ate normal distributions (Gaussians) to model P(xjc), however some use color,
texture or a combination of the two as the property, or feature, vector. The use
of Gaussians to model components results in what is e�ectively a collection of
hyper-ellipses in the feature space. A Gaussian can be described by its mean
value, � , and its covariance matrix �. If a particular value is chosen to scale �,
these two quantities describe an ellipse which can help with visualization ofthe
process as shown in Figure 2.1.

By way of example, in [7], Belongie and Malik describe a system for EM Seg-
mentation that would later be used by the Blobworld image retrieval framework
[18]. Their features consist of 6 quantities. The �rst three are HSV color (though
they later used CIELab) represented in cartesian cone coordinates:sv cos(2�h ),
sv sin(2�h ), and v. The saturation is multiplied through due to the fact that
for lower saturation values hue has very little meaning. Section 2.1.4 has a
more detailed description of saturation and an example of a cone-based color
representation system.
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Figure 2.1: EM Segmentation. The second, twenty second, and forty-sixth iterations
are shown of a bivariate normal distribution mixture model �tting pr ocess by EM. On
the left are images of the segmentation, and on the right depictions of the or iginal
image in rg space, with r = R

R + G + B on the x-axis and g = G
R + G + B on the y-axis.

Each component is depicted as two ellipses on the graphs, with the blue ellipse set at
� and the red ellipse at 2� . The component that a pixel belongs to is denoted by its
intensity value.

8



Figure 2.2: Segmentation Examples The left image is an EM segmentation from an
implementation of the system described in [7]. Notice how the segments delineate be-
tween central and boundary regions of the same object, which is suboptimal behavior.
The image to the right is output from the Mean Shift texture and color segm enter from
[37], using code obtained from the author's website. While these segments are very
coherent in color and texture, the algorithm fails to �nd object-wide c haracteristics,
resulting in considerable over segmentation.

The second three numbers deal with texture, and are slightly more com-
plicated to extract. First, the second moment matrix is estimated from the
�rst di�erence approximation of the gradient (as described in Section 2.2.1) and
its eigensystem calculated. This results in eigenvalues� 1 and � 2 with corre-
sponding eigenvectors� 1 and � 2, where � 1 is the �rst,dominant direction of the
gradient with energy � 1 and � 2 is the second direction with energy� 2. This is
calculated at various scales, and then for every pixel the scale is found at which
the polarity stops changing, where polarity is a measure of how many gradients
in the neighborhood of the pixel at that scale are going in the direction ofx1.
Then three quantities are calculated at that scale: the anisotropy (a = 1 � � 2

� 1
),

the normalized contrast (c = 2
p

� 1 + � 2) and the above mentioned polarity.
The numbers which are used in the feature vector areac, pc and c, as again
anisotropy and polarity have little meaning in areas of low contrast. An image
and its accompanying segmentation using this algorithm can be seen in Figure
2.2.

EM, though widely used as a technique for a variety of computer vision
problems and machine learning problems in general, has a few drawbacks. The
main one is related to its formulation as a maximum likelihood estimator, in
which while it is guaranteed that with subsequent iterations of the algorithm
the likelihood will increase the algorithm itself may be increasing towardsa local
maximum, not the global one. As such, di�erent initializations of the system
(initial values for P(xjc)) result in wildly varying segmentations, thus making
the proper initialization of these systems a bit of a black art. Another problem
which EM shares with K-means clustering (discussed brie
y in Section 2.1.5) lies
in choosing the number of components used. Again, the choice of the number
of components is a di�cult one. More components almost certainly means a
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better likelihood but will lead to over-segmentation, whereas less components
fail to capture the various distinct areas of the image. Finding the right number
of components is often application or domain dependent and even then only
found after experimentation, with many algorithms trying a range of values and
choosing the best based on the minimum description length principle1. The �nal
problem is that it assumes (due to the Gaussian mixture model) that all clusters
in the space of points assume the same shape, namely that of a hyper-ellipse,
an assumption which is most likely unfounded.

Mean Shift

An alternative to the EM method is the mean shift algorithm as presented
by Comaniciu [19], which deals in part with some of the shortcomings of that
technique. The algorithm performs a transformation from feature space to den-
sity space, and uses gradients in density space to �nd the centers of arbitrary
clusters. This density space transformation is achieved using kernel density
estimation (also known as the Parzen window technique). De�ne an imageI
as a collection of vectorsf x1; x2; : : : ; xn g computed for each pixel and inRd,
where each dimension ofRd corresponds to a dimension of the chosen feature
vector. For every x a multivariate kernel density estimator with kernel K (x)
and a symmetric positive de�nite d � d bandwidth matrix H , is applied using

f̂ (x) =
1
n

nX

i =1

K H (x � x i ) (2.1)

where
K H (x) = jH j �

1
2 K (H � 1

2 x): (2.2)

The gradient of this function, r̂ f (x) � r f̂ (x), is then calculated giving the
gradient of the density at that point. The direction of the gradient is known as
the mean shift and is guaranteed to point towards an area of higher density in
the space, a property �rst remarked by Fukunaga and Hostetler [33]. Therefore,
at every point x one centers the window atx and estimates the mean shift.
The window is then moved in the direction of the mean shift. This process is
repeated until the window has stabilized at a peak in the density function. This
\mode", though it may not actually be present in the image, can be thought of
as the center of a dense pocket of points in feature space and is then used as a
label for that point, thus achieving a segmentation.

This technique has some strong advantages, namely that it doesn't need to
be initialized with a preset number of clusters and does not make assumptions
about the shapes of point clusters in feature space. Mean shift has been used
for segmentation by color in [19] and by texture [37], with a combined system's
results shown in Figure 2.2. It does make one assumption about feature space,

1The minimum description length principle dictates that if t here are two descriptions of
a situation with similar or equal likelihood, the shorter on e should be chosen. In this case,
if two models with a di�erent number of components have the sa me likelihood, the one with
fewer components should be chosen.
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however, that is often incorrect: that it is Euclidean in nature (a common
problem discussed in further detail in Section 3.3). The problem of distance is
shared by this technique and all clustering methods, EM or otherwise, and is
not easily surmountable.

Graph Based Methods

Another way of approaching image segmentation is to treat the image as a con-
nected graph in which each node is a pixel from the image and the edges are
weighted according to the similarity between the two nodes. In this formula-
tion, segments correspond with strongly connected subgraphs and the task is to
separate the graph into those subgraphs. The degree of similarity between two
subgraphs can be computed as the sum of the weights of all edges connecting
them. In graph theory this is known as the \cut", computed for subgraphs A
and B as

cut(A; B ) =
X

a2 A;b 2 B

w(a; b): (2.3)

Ideally we want to divide the graph into subgraphs such that the cut between the
two graphs is minimal, meaning that the two graphs are maximally dissimilar
from each other. This is known as theminimum cut problem, and there exist
e�cient algorithms to solve it even though there are an exponential number of
partitions. The problem with the minimum cut is that too often it simply cuts an
outlying node or nodes o� from the rest of the graph, as this involves a minimal
number of low-weight edges. Shi and Malik introduce in [85] the concept of
the normalized cut to provide a di�erent measure of disassociation between two
subgraphs. They de�ne association asassoc(A; B ) =

P
a2 A;b 2 B w(a; b) and the

normalized cut as

Ncut (A; B ) =
cut(A; B )

assoc(A; V )
+

cut(A; B )
assoc(B; V )

(2.4)

where V = A [ B . They then �nd the minimal normalized cut and use that
to partition the graph, thus dividing the image into two segments. This pro-
cess is repeated on each subgraph until a prede�ned stopping criterion has been
reached, in this case that the value of the next cut is below a certain thresh-
old. This produces a segmentation such as that shown in Figure 2.3. While the
segmentation does capture coherent image regions, there is signi�cant overseg-
mentation that occurs due to subgraph divisions. Also, the similarity measure,
though it is not speci�ed (a strength of the algorithm) is often simply invers e
Euclidean distance which leads to the problem discussed in Section 3.3.

An alternate scheme of graph-based segmentation is introduced by Boykov
et al. in [13] as the Graph Cut algorithm. It also tries to �nd the minimum
cut, however unlike Shi and Malik, who de�ned a new minimum cut condition
(the normalized cut) to avoid the standard problems inherent in the pure min-
imum cut, they rede�ned the edge weighting process and the graph structure
to produce a graph which will be far less likely to have a trivial minimum cut
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Figure 2.3: Result of Normalized Cuts Segmentation This is an example of a Normal-
ized Cuts segmentation. Note that while it segments out regions which m ake sense
(such as the circle for the sun) it also over-segments smooth areas due to the nature
of the stopping condition for the bipartite splitting. Image obtained fr om Prasad
Gabbur.

solution. This graph consists not just of the pixels, but also of two terminal
nodes, � and � . The weights are de�ned using the concept of energy, and the
cut is calculated to achieve minimum energy. Each cut is achieved iteratively
by way of either assigning a preliminary label to all pixels and swapping a sin-
gle pixel between the two labels, with each swap reducing energy, or by adding
pixels to a kernel from an unlabelled set, with each addition being that which
minimally increases the energy. The two algorithms, swapping and additive, are
de�ned so that the weighting function, Vp;q (�; � ), must be either a semi-metric
or a metric respectively. Besides that restriction, however, it can be any energy
discontinuity preserving function, such as the Markov Random Field (MRF)
based function proposed by Geman and Geman [36].

2.1.2 Histograms

By far, the fastest statistic to gather about an image besides its dimensions is
an intensity histogram. A histogram, or bar chart, is a means by which the
frequency of various values can be quanti�ed. In an image, this means that the
intensity of a pixel, or how bright it is to the human eye, is recorded until the
total number of occurrences for each value has been tabulated.

There are several problems with this very basic approach. First, in an analog
image it is unlikely that many of the real-valued device responses will repeat.
In computer vision, however, we tend to deal with digital images which have
discrete pixels and intensity values, and as such can ignore this issue for the
moment. In Figure 2.4, an image is shown with four accompanying intensity
histograms. Each of them are created from the pixel values in that image, but
in each the size of the bins is changed, with a total of 255, 127, 63, and 31
bins respectively from left to right. The optimal bin size for an application
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Figure 2.4: Intensity Histograms at Di�erent Scales These four histograms are shown
with the image they represent. Each is at a di�erent scale, from left to right and top
to bottom they have 255, 127, 63 and 31 bins. Notice how as the bin size increases
sampling errors occur.

is di�cult to determine. A typical task is the matching of two images to see
whether they are the same. Shown in Figure 2.5 are three di�erent photographs
of the same object in the same place with the same camera, but under di�erent
conditions, each with its accompanying histogram. As can be seen, each of
these histograms is quite di�erent from the others. Increasing bin size will
make histograms more similar over all but reduce match accuracy. Decreasing
bin size will make histograms less likely to match but increase match accuracy.

So far we have just looked at intensity histograms, but a general purpose
histogram is of more interest. Frequency of color and texture in a region is a
statistic that can be used to describe that region for use in a variety of im-
age tasks, namely object matching and recognition. In this general purpose
histogram, one has to de�ne \bin centers": points in n-space which are the
center of a hyper-rectangle of points which contribute to a particular bin in the
histogram. In the intensity histogram case, we are dealing with a constrained
example of this system in one dimension. Color will be an entity in (usually)
three dimensions, whereas texture can reach a length of up to 48 dimensions.
In both of these cases, the general histogram is approximated using a nearest
neighbor system, where each bin center is a cluster mean found using a cluster-
ing technique (e.g. K-Means, Mixture of Multivariate Gaussians) on a training
data set and each point contributes to the nearest neighbor mean's bin. The
problem of distance in higher dimensionalities, more fully explored in Section
3.3, rears its ugly head in this situation as the data points for color andtexture
do not necessarily have Euclidean properties.

2.1.3 Gaussian Feature Description

An alternative to texton and color histograms is the use of a multivariate Gaus-
sian to represent the statistics of a region. Instead of creating a discrete his-
togram, each pixel in the region is treated as a data point and then a multi-
variate Gaussian is �t which then models that data. This gives the mean and
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Figure 2.5: Problems with Histograms The three images shown are taken with the same
camera, and all are of the same object. The top two were taken under arti�ci al light
from slightly di�erent angles, and the bottom one was taken in natural light . The �rst
thing to notice is that though these images are of the same object, the histograms do
vary. Of particular interest is the way in which the peaks of the top t wo distributions
are just o�set enough that the immediate drop o� would result in a lower m atching
score. Finally, note how the change in illumination shifts the weight of the histogram
towards the lighter end of the spectrum in the lower image, an e�ect t hat can be
remarkably pronounced with large changes in illumination.
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covariance of the data, of which a full covariance matrix can prove an incredible
rich descriptor. A full covariance is rarely used in this paradigm, however, due
to the computational and storage costs involved with a diagonal matrix being
used instead. This method of representing region data works particularly well
in regions which have consistent statistics as it gives a tight distribution around
a clear mean. Histograms can prove more useful in other cases, especially those
in which there are two or more clear means as a Gaussian will only show an
overall mean and indicate that the region is highly varied.

2.1.4 Color

The color of a object is a complex property, and storing it digitally is di�cult to
do accurately due to the fact that di�erent imaging devices will produce di�erent
values for the same color, thus making device-independent storage only possible
through calibration. Even if the values are being encoded accurately, however,
the wavelength of light emitted from a surface changes based on a variety of
environmental conditions such as the viewing angle or the color and strength
of the light source(s), though the properties of the surface do not. Thus, it
is possible to get two di�erent color readings for the same point on a surface
from one moment to the next. In this section we will look at various di�erent
methods of storing color in common use and how e�ective they are at dealing
with this problem in relation to their ease of use and understandability.

RGB

The RGB, or Red Green B lue, color space is the simplest method of color data
storage and by far the most widespread in computational applications. The
standard method uses 8 bits per color resulting in a 24-bit representation with
0 indicating no amount of a particular color and 255 indicating the maximum
amount of that color. For example, (0, 0, 0) is black and (255, 255, 255)is white,
with red being (255, 0, 0). The intuition for RGB is based somewhat on the
human vision system, in which three cones respond to yellow-green, green and
blue light to varying degrees, mixing to create the various colors we perceive.

Such a system is said to use additive color, since three or more primary
colors are combined to create a gamut of colors. It should be noted thatRGB
doesn't dictate the nature of the red, green and blue that are to be mixed,
thus making it possible for the sameRGB value to result in two completely
di�erent colors on two di�erent devices, a signi�cant problem if we are trying
to learn color statistics for the purpose of computer vision. For a depiction of
the RGB color space, refer to Figure 2.6, a cube in which each of the three
dimensions represents values for red, green or blue. As can be seen somewhat in
this depiction, the values for a particular color, such as \green", are spread over
a large area of the cube as intensity varies. A more useful color space would be
one which separates color from intensity.
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Figure 2.6: RGB Color Cube and Slice On the left is a rendering of the RGB Color
Cube as shown from the perspective of the white corner (black lines added for clari-
�cation of edges). On the opposite side of the cube is the same view but with each
of the colors darkening to black at the point. The slice is taken at Green = 150, with
Red increasing horizontally to the right and blue increasing vertic ally upwards. Notice
how any particular color is spread across large areas of the cube, both on the surface
and internally.

HSL

HSL, or H ue Saturation Lightness, is perhaps the most intuitive of the color
spaces. Each of the three elements corresponds to one of three aspects of a color:
which color it is, how strongly it is that color, and how bright it is respect ively.
If RGB is a cube, thenHSL is a double-cone as shown in 2.7, with Lightness on
the vertical axis, and Hue and Saturation being angle and radius on the circular
cross-section. For computer visionHSL can be very useful, as it separates out
intensity from color, making it possible to store color as a distinct entity and
analyze it independent of light source intensity. However, it su�ers from the
same problem asRGB in that the perceived distances between colors are not
properly re
ected by the geometric properties of the space.

CIELab

The Commission Internationale d'Eclairage (International Commission on Il-
lumination) attempted to create a complete, device-independent color space
which mimics the perceived distances between colors determined by the human
brain. The result was the Lab color space, as depicted in Figure 2.8. It is
device-independent based on a known white-point (the set color of white under
a known illuminant) and is able to encode all colors visible by the human eye
(and some which are outside the range as well.) TheL representsLuminance,
a denotes where on a scale from red to green the color lies, andb similarly
with blue to yellow. Lab is by far the least intuitive of the color spaces, though
its completeness, device-independence and Euclidean properties in respect to
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Figure 2.7: HSL Double Cone The HSL double cone. This structure captures two
main human intuitions about color. First, as Lightness increases to its maximum
or decreases to zero, color (Hue) and Saturation become decreasingly important and
harder to distinguish. Second, color is separated and forms a color wheel in which
similar colors are close together.

Figure 2.8: Lab Gamut Though this representation is sub-optimal (the actual color
space can't be represented using printed colors alone, what is shownis an approxi-
mation) this shows the range of colors which can be represented using the Lab color
space, shown here as the hues at maximum luminance.
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Figure 2.9: Leung Malik Filter Bank The Leung Malik �lter bank contains an extensive
array of �lters. First there are edge and bar �lters (second derivativ es of Gaussians
with even and odd phase respectively) at 3 scales and 6 orientations. Secondly, there
are 4 Gaussians at 4 scales. Finally, 8 Laplacians of a Gaussian �lters at 8 di�erent
scales.

human perceived color distance make it very useful for vision tasks.

2.1.5 Texture

Texture is a di�cult quantity to measure. In its common sense it denotes the
way a surface feels. In vision, however, its tactile sense is eschewed in favorof a
visual one, namely a distinctive pattern or patterns which are a result of surface
properties. These patterns can repeat, though often they are fractal or random
in nature, making their detection and storage problematic. In this section we
explore the main systems of storing texture through the use of a representative
example of each and how they can all be improved through the innovation of
textons.

Filter Banks

In [60], Malik and Perona proposed a method of texture extraction based on
biological foundations. There exist cells in the eye known as \simple cells"
which have receptive �elds that are restricted to small regions of space and
are highly structured [9, 62]. These cells were modelled originally using Gabor
functions [35] to some success both in the understanding of biological visual
systems [49] and in computer vision [92, 31]. Malik and Perona proposed an
alternative approximation to the simple cell response �eld based on the fact they
they appeared to come in two di�erent varieties: oriented, and non-oriented. To
mimic this, they designed an array of �lters (otherwise known as a �lter bank)
which model the two types of simple cells at varying scales and responding at
each pixel in an image. These preliminary �lters were modi�ed experimentally
until a �nalized version was put forth by Leung and Malik in [56]. This �lter
bank consists of 8 Laplacian of Gaussian �lters and 4 Gaussian �lters at di�erent
scales to provided non-oriented responses, and 36 oriented �lters at 6 di�erent
angles, 3 di�erent scales, and 2 di�erent phases, as seen in Figure 2.9. The two
phases of oriented �lters are �rst and second derivatives of Gaussians in one
direction and Gaussians in the other, and thus detect edges or bars respectively
along their main axes. These types of �lters are calledGabor-like �lters, as they
approximate Gabor functions. Though it is fairly comprehensive in the various
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Figure 2.10: Schmid Filter Bank This �lter bank is rotationally invariant, unlike the
Leung Malik �lter bank. It consists of 13 isotropic, \Gabor-like" �lter s, making it
substantially smaller than the Leung Malik �lter bank as well.

kinds of texture features it can extract, this representation has its limitati ons.
The oriented �lters have to be present at various orientations, however since the
number of orientations is limited they discretize the rotational space for edges
and bars in possibly damaging ways. In addition, with 6 orientations per scale,
they limit the total number of scales can be used due to the prohibitive size of
the eventual textual descriptor.

Gabor-Like Filters

The Gabor �lter function is designed to mimic the response �elds of the simple
cells using a plane wave restricted by a Gaussian, a model motivated by the re-
sults of [49]. The suggested biological reality of paired even and odd symmetry
simple cells in the eye [72], is incorporated by a cosine function and sine func-
tion as the chosen wave function. The two waves can be combined in complex
notation as

eikx = cos(kx) + i sin(kx) (2.5)

where the real part corresponds to the cell with even symmetry and the imag-
inary part to the odd-symmetry cell. From this, a biologically motivated �lt er
can be created [24]

pk (x) =
k2

� 2 e� k 2

2 � 2 x 2
�

eikx � e� � 2
2

�
k pk (x) k2 ~k2 (2.6)

wherek is the central frequency of the �lter. However, this complex equation is
often approximated. One such approximation was suggested by Schmid in [82].
Her �lter bank consists of 13 �lters of the form

F (r; �; � ) = F0(�; � ) + cos
� �� r

�

�
e

� r 2

2 � 2

with F0(�; � ) added to obtain a zero DC component2. The speci�c values used
for � and � in Schmid's proposal are (2, 1), (4, 1), (4, 2), (6, 1), (6, 2), (8, 1),

2 \DC component" is a term borrowed from electronics and is de� ned as the average of a
signal over time. In this context, the DC component over the � lter is found and then F0 (�; � )
is set to its negative value, the result being that the new sig nal has a zero DC component.
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Figure 2.11: Wavelet Tree This is a depiction of the iterative discrete wavelet transform
process. The highpass �lter is denoted by the triangle with its base on the right,
the lowpass �lter by the triangle with its base on the left. At each it eration, the
downsampled result of the low-pass �lter is used to create the next level.

(8, 2), (8, 3), (10, 1), (10, 2), (10, 3) and (10, 4), and the �lter bank is shown in
Figure 2.10. This �lter bank has the advantage of being less unwieldy than the
Leung and Malik �lters, however they have no ability to distinguish between
di�erent edge orientations (as they are radially symmetric) though this does
give them a certain robustness to rotation. Indeed, Varma and Zisserman found
in [95] that rotationally invariant �lters did not show reduced performance a nd
even performed better than other �lter banks on certain data.

Wavelets

The Gabor �lter bank methods and their approximations all share a common
problem in that they are irreversible transformations. This, in addition to the
fact that they are not mutually orthoganal results in a large amount of shared
data between various �lters. An alternative �lter bank for texture description
was proposed by Unser in [93] which avoided these problems through the use of
a discrete wavelet frame (DWF) (speci�cally an over-complete version known
as the discrete wavelet frame as detailed in [78, 77].) Wavelets are a classof
functions used to localize a given function in space and scaling. A family of
wavelets is formed by construction from the \mother wavelet", denoted  (x),
which is con�ned in a �nite interval. The \daughter wavelets"  a;b(x) are then
built either by a translation b and/or a contraction a according to the function

 a;b(x) =
1

p
jaj

 (
x � b

a
) (2.7)

A very thorough introduction to wavelets and their uses in signal processing
is given by Rioul in [78]. Wavelets have the advantage of being a reversible
transformation and that one can construct a family such that it provides an
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Figure 2.12: Neighborhood information Shown here is a demonstration of the fact that
there is enough information in the neighborhood of a pixel to separate tw o textures
from each other. Each datapoint is plotted as the value at I(x-1,y-1) on the x- axis
against I(x+1,y+1) on the y-axis, with the red points coming from the tex ture on top
and the green points coming from the texture on the bottom. A clear divid ing plane
obviously exists between these textures in this simple projection.

orthogonal basis for a signal. They essentially give the ability in texture analysis
to capture the large scale repetitions of a texture and the inner patterns found
within. This is done in the discrete case by way of a highpass �lterh(n) and a
complementary lowpass �lter g(n) related by the equation

h(L � 1 � n) = ( � 1)n g(n) (2.8)

where L is the length of the �lter (necessarily even). The �lters are applied and
down-sampled by 2 to produce outputs

y0(k) =
X

n

x(n)g(� n + 2k) (2.9)

y1(k) =
X

n

x(n)h(� n + 2k) (2.10)

where x is the original signal. The original signal can be retrieved (given �lters
with perfect reconstruction) by upsampling y0 and y1 and �ltering by the reverse
�lters g0(n) and h0(n) respectively. To achieve greater resolution,y0 is then
subsequently passed throughh(n) and g(n) and down-sampled again. This
process is repeated to the desired level of resolution, with eachy1 in the iteration
being the di�erence between the previous lowband portion and the current one
(a passband.) A representation of this process can be seen in Figure 2.11.
Wavelets have been used extensively in texture classi�cation and synthesis [30,
66, 73, 93, 25, 100] since their introduction by Mallat's pioneering work in [61].
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Patches

The M4 and M8 �lter banks were described in [95] by Varma and Zisserman
as compact descriptors in a 4 and 8 dimensions respectively. Their aim was
to provide descriptors which where as e�ective as those currently in use but
without the curse of dimensionality that using those �lter banks induced. They
were designed to interact with a larger system for classi�cation of textures and
performed better than most current systems at the time. Interestingly, both
were soon discarded in favor neighborhood patches, a shockingly simple repre-
sentation which called into question the dominance of �lter banks in the �eld.
The move was motivated by work done by Efros and Leung [28] in which they
synthesized new textures using only the local neighborhood of pixels. In [94],
Varma and Zisserman published a new paper using their system from [95] with
only one change: theN � N neighborhood of a pixel was used as the texture
response (row-sorted inN 2 dimensions) in place of the �lter bank response from
the M8 descriptor. The results were surprising; with only a 3� 3 neighborhood
they were able to match their previous results, with improvements as neighbor-
hood size increased. Their explanation for this is that texture can be to a large
extent considered realizations of a Markov Random Field (MRF). Formally, for
a MRF

p(I (xc)jI (x); 8x 6= xc) = p(I (xc)jI (x); x 2 N (xc)) (2.11)

where xc is a pixel in the image andN (xc) is its neighborhood. In words, the
value of a pixel is the direct result of the values of its neighbors. It seems un-
believable that the neighborhood of a pixel can provide enough information to
separate various classes of texture, however as can be seen in Figure 2.12 where
the values of a pixel and its neighbor 2 pixels away diagonally are plotted against
each other, neighborhood information is indeed su�cient to create boundaries
between two texture classes. While this method doesn't have a biological basis,
its results speak for themselves, yet the use of the neighborhood comes with
a price. As some textures appear at low frequency, detection at various scales
can be necessary, especially when dealing with natural images. Whereas scale
is incorporated automatically into �lter banks, without modi�cation to the de-
scriptor scale can only be achieved through increased neighborhood sizes, which
result in quadratic growth for storage and computation.

Textons

Textons as a concept represent the basic buildings blocks of texture. In much the
same way that many di�erent colors can be mixed from a collection of primary
colors, texture can be built from the mixing in proportion of various text ons.
The concept was originally put forth by Julesz in [50], but fell into disuse due
to a lack of a concrete description of the entity. It was brought into vogue
by Leung and Malik in [55], where they gave such a representation. In that
paper, they took the responses from their �lter bank (as described in Section
2.1.5) for an image and quantized them usingK -means clustering to receive
K textons. The K -means clustering algorithm has been extensively studied
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Figure 2.13: Textons The patches on the right are textons extracted from the image on
the left using K-means clustering over 5x5 ZNCC patches extracted at each pixel. Note
how basic image structures, such as oriented edges, bars and corners, are represented.

and many variations exist, however the most commonly used version (known as
Lloyd's algorithm [58]) is to associate every vector with the k 2 K closest to
it, and then to set k equal to the mean centroid of its vectors until a stopping
condition has been reached. These centers are then known as the appearance
vectors f c0; : : : ; cK g, and function as textons. What the textons encode can be
understood more clearly by constructing local image patchesPk from each ck .
By constructing a �lter matrix F from concatenating the row vector forms of
the �lter bank members and �nding its pseudo-inverse F � 1, one can create a
patch a patch �lter Pk = F � 1ck as described in [48]. An example of an image
and some of its textons represented as patches can be seen in Figure 2.13.

Leung and Malik usedK -means as mentioned to extract a group of textons
for each image. Then, to de�ne an \universal" set of textons, they took all
the texton responses from every image in their dataset and reduced them by
means of culling those with little support and merging others until a subset
of 100 was reached.K -means as a method can prove troublesome, especially
as the distance calculations are being performed in a high-dimensional space
(in this case 48 dimensions) and between objects that do not necessarily have
Euclidean properties. The ine�ciencies due to dimensionality can be greatly
reduced through the use of high-dimensionalK -means algorithms [51, 1] however
the distance problem is not easily surmountable. In [37] Georgescu uses the
mean-shift algorithm to extract textons from the �lter bank responses from
[56], [82] and [95] with encouraging results. Another method is to use principle
components analysis to extract textons as done by Cula and Dana in [23].

Once a set of universal textons have been extracted texton histograms can
be constructed for an image, where each bin corresponds to a particular texton.
The �lter bank response at each pixel in the image contributes to the bin of its
closest texton, the result being a histogram which describes the image in terms
of which textons compose it in which quantities. These texton histogramsare
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then used to describe a class of texture, allowing then for the classi�cation of
new texture through histogram matching, a problem discussed in more detail in
Section 3.3.

2.1.6 Shape

Shape in particular only has signi�cance if considered for an image region. It
isn't immediately clear how one can describe the shape of a region in a way
which is robust to a�ne transformation (i.e. scaling, shearing, rotatio n, panning
and/or translation.) While no truly e�ective shape descriptor has been devised
there are several techniques which give a workable encoding of shape for speci�c
tasks.

Global Shape Statistics

The simplest shape representations are measurements of global shape charac-
teristics as opposed to representations of any particular shape, and while they
cannot be used to reconstruct the original shape they do encode useful infor-
mation, and have the advantage of being fast and easy to extract. A survey
of such techniques is performed in by Gabbur [34], describing in addition to
obvious statistics such as the normalized region area quantities such as the �rst
moment, compactness and convexity. The �rst moment is measured as the nor-
malized (with respect to the image dimensions) variance of the pixel distance
to the region centroid, and measures how spread out the region is. Compact-
ness, calculated asA

B 2 where A is the region area andB the boundary length,
measures how much empty internal space is contained in the region. Convexity,
calculated as A

A CH
where ACH is the area of the convex hull, measures whether

the region is articulated. These rough descriptors are useful to add global shape
information to an existing feature set, but do not encode much useful shape
information of themselves.

Fourier Outlines

The problem of de�ning shape consists of the fact that the outline of an object
can vary, with many of those variations being a�ne in nature. Creating a rep-
resentation for shape that is a�ne invariant, therefore, was the initial objective
of research in this area. The �rst attempts at a shape descriptor concentrated
on the Fourier transform of an outline [71, 98]. Descriptions of the process
and its modern uses can be found in [2], with a comparison of various methods
performed by Zhang in [99]. For the purpose of illustration I will describe in
brief the system detailed by Gabbur in [34]. Regardless of the method used, to
extract the Fourier outline from an image of an object a contour for the object
region must be determined, usually by a segmentation algorithm to determine
a region boundary or from the output of an edge detector. Then, starting at
an arbitrary point on the shape the distance from each point on the outline
to the region centroid is recorded to create a distance function,R(s), which
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Figure 2.14: The Distance Function The top left image shows the original outline and
its distance function. The bottom image shows the outline after smooth ing and its
accompanying distance function.

describes the shape as shown in Figure 2.14. This function, as it is calculated
with respect to the centroid, is translation invariant. R(s) is then smoothed
using using a Gaussian resulting in the smoothed distance functionRsmooth (s),
also seen in Figure 2.14. This function is then normalized by the mean dis-
tance to the center to obtain Rsmooth;n (s). The �nal function Rf is achieved by
sampling Rsmooth;n (s) M times (Gabbur uses M=30) to obtain scale invariance.
The points used are taken as the center of aN=M sized window ofRf (s). To
ensure that the center pixel contains information about the entire window as
well as its neighboring windows a value of2N

M is used for the� of the Gaussian
smoothing function. The T-point discrete Fourier transform of RF (s)

R(k) =
M � 1X

s=0

Rf (s)e� j 2 �ks
T (2.12)

k = 0 ; 1; : : : ; T � 1 (2.13)

j =
p

� 1 (2.14)

where T � M to avoid aliasing. If we only use the magnitude of the signal

jR (k)j =
q

r 2
real + r 2

imag we gain several properties important for a shape de-

scriptor. The use of only the magnitude makes the starting point on the bound-
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ary unimportant, giving rotational invariance. The descriptor now becomes

F =
�

jR (1)j
jR (0)j

;
jR (2)j
jR (0)j

; : : : ;
jR (T=2)j

jR (0)j

�
: (2.15)

Normalization by the zero-frequency component makes the descriptor scale-
invariant, and due to the fact that the magnitude has the property k R(k) k= k
R(T � k) k we need only encode the �rstT=2 members. The Fourier descriptor
for the same shape under various transformations is depicted in Figure 2.15,
showing its invariance. It should be noted that it does not in fact perform well
in the case of non-a�ne transformations (such as 
ipping, shown in the middle.)
Finally, extracting the outline repeatedly and accurately in real images depends
very much on segmentation, with the best results only occuring for perfect
segmentations of an object.

Statistical Shape Description

A statistical method for shape description has been one of the ongoing research
objectives of Cootes and Taylor. In [20] and [21] they describe a shape descriptor
which consists of the mean shape and its variance for an object. The advantage
of a their shape descriptor is that new shapes can be assigned a class likelihood,
allowing them to be incorporated into a robust statistical framework. I t is
also a generative model, able to create new shapes by sampling from the shape
distribution. The calculation of the mean and variance is achieved by use of a
training set of aligned shapes. For every shape in the image a set of training
points x is chosen. These points must be placed by hand at distinctive areas on
the contour. The images in the training set are then aligned using the following
algorithm:

1. Translate each example so that its center of gravity is at the origin.

2. Choose one example as an initial estimate of the mean shape and scale so
that k �x k= 1.

3. Record the �rst estimate as �x0 to de�ne the default reference frame.

4. Align all the shapes with the current estimate of the mean shape.

5. Re-estimate mean from aligned shapes.

6. Apply constraints on the current estimate of the mean by aligning it with
�x0 and scaling so thatk x k= 1.

7. If not converged, return to 4.

where convergence is declared if the estimate of the mean does not change
signi�cantly after an iteration. Once the training set has been aligned, the
statistical model is extracted in three steps:
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Figure 2.15: Fourier Outlines The same outline is shown under a vertical and hori-
zontal 
ip, and then a scale and rotation in the two images. The Fourier outl ine does
not retain its invariance well under rotation, though the scale and transl ation in the
third image has little e�ect.
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1. Find the mean of the data,

�x =
1
s

sX

i =1

x i (2.16)

2. Compute the covariance of the data,

S =
1

s � 1

sX

i =1

(x i � �x)(x i � �s)T (2.17)

3. Compute the eigenvectors� i and the corresponding eigenvalues� i of S
(sorted so that � i � � i +1 .)

If one creates a set � of the most in
uential eigenvectors then any shape in
the training set can be generated using the equationx i = �x + � b where b =
� � 1(x i � �x. New, unseen shapes can be generated by changing the values ofb,
with � i representing the variance of thei t h element of b. To match a candidate
shape to the model, it must be �rst labelled in the same way as those in the
training set. Then, a transform between the mean shape and the candidate
shape is found, giving values forb. As a last step the probability for the shape
belonging to the class can be determined, typically by modelling the class as a
multivariate Gaussian over b.

While this method of shape description both generates new shapes by sam-
pling from a shape distribution and provides a statistical framework within
which to classify shapes, it has a major drawback. The fact that all shapes,
including the test shapes, must be hand-labelled with the feature points makes
the algorithm essentially unusable with the current generation of segmentation
and feature point systems. While it remains an interesting model, a way to reli-
ably rediscover the same points in varying shapes and match them accordingly
must be found before it can be used e�ectively in real-world situations.

Shape Context

So far a descriptor which describes the shape while being robust to transforma-
tion and the contour changes of a real-world object has been elusive. Belongie
and Malik provide the proverbial sledgehammer to the problem, however, by
way of the shape context descriptor [8]. For each set of points on the contour
(the choice of which points does not matter, one of the strengths of the tech-
nique) a log-polar histogram is calculated for the vectors between each point
and the remainder of the set. In notation hi (k) = # f q 6= pi : (q � pi ) 2 bin(k)g
wherep and q are points on the outline. This histogram, calculated for 5 length
bins and 12 orientation bins at each point, is the descriptor. To match two
images, a thin plate spline transform is found between the two shapes and then
the shape context distance between two imagesDSC (P; Q) is calculated as

DSC (P; Q) =
1
n

X

p2 P

arg min
q2 Q

C (p; T(q)) +
1
m

X

q2 Q

arg min
p2 P

C (p; T(q)) (2.18)
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where T is the transformation, n = jP j and m = jQj. The advantages of shape
context are that it is robust to transformation and richly descriptive. The o b-
vious disadvantage is that the descriptor for a particular shape isR � D � N
elements long whereR is the number of log length bins, D is the number of
directional bins and N is the number of sample points. This is an extravagantly
sized descriptor, and while it does solve many shape classi�cation and detec-
tion problems very well it is impractical with current storage and processing
capabilities.

2.2 Local Features

So far we have just explored global features, and while they do give important
information about images and image regions they have many inherent problems.
First, �nding the region in one image which corresponds with a region in another
image is tricky, especially if the two images are views of the same scene from
di�erent viewing angles. Secondly, one is unable infer anything about object
structure from a global feature histogram or similar descriptor. As such, a
separate set of image features, local features, provide a way to localize image
data. Once the location of a feature descriptor is known, tasks like �nding
locations in a new image which share that description or reconstructing an
object become possible. Though localized descriptors use the same kinds of
elements described in the previous section, they are centered around points in
the image which are the direct result of scene structure and as such will appear
in many di�erent views of a scene. Before a local feature can be extracted,
however, stable points of interest in the image must be found.

2.2.1 Interest Points

The three main kinds of interest points are edges, corners, and blobs. Edges
mark the boundaries between di�erent areas in the image, for example areas
of di�erent brightness levels, or texture statistics. Corners are found at the
areas where several regions intersect, and blobs are found in the stable centers
of large regions. Of the three, edges are easiest to extract, corners are the most
numerous and blobs the most stable. All three have biological plausibility, i.e.
there is evidence that there are structures within mammalian vision systems that
perform all three tasks. This section discusses their properties and methods of
extracting them in turn.

Edges

Canny edge detection [17] is a e�cient process that produces a binary edge
image (in which every point is labelled as an edge or otherwise) or an edge
list from an input intensity image and is by far the most used edge detection
scheme in modern computer vision. Edges are located where intensity values
in the two-dimensional image function undergo a sharp change from one state
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Figure 2.16: Canny Edge Detection Shown here is an image and its Canny edge map
at � = 3 ; � 1 = :3; � 2 = :7 where � 1 and � 2 are the thresholds used for hysteresis. Notice
the clean, connected edges and the complete lack of noisy, unnecessaryedges in the
image.

to another, such as from a white square to a black background. These points
are the local maximums of the derivative of the image, otherwise known as the
gradient and denoted by the r symbol. In order to take the derivative of an
image, which is a signal and thus prone to noise which results in areas of high
frequency that will produce false edges, we must �rst use a lowpass �lter (such
as the Gaussian function) to smooth out the image, resulting in only the main
gradients being retained in the signal and thus the true edges being detected.
The choice of� for the �lter has a large e�ect on the resulting detection. Large
values for � result in only stronger edges being detected (such as those between
foreground objects and the background), while small values retain weaker edges
as well (such as interior edges.) Next, the gradient must be taken. While the
proper way in which to do this is to convolve the image with the �rst derivat ive
of a Gaussian in the two primary directions, in practice it is often approximated
using a kernel convolution such as the �rst di�erence or the Sobel operator.
Once the gradients in both directions are known, the magnitude of the edge can
be found as the magnitude of the gradient vector.

The gradient magnitude image must be thresholded in some way to be of
use for edge detection. The next step in the Canny process, non-maximal sup-
pression, removes all points which aren't the local maximum of their 3� 3
neighborhood. These local maxima are set to 1, all other points are set to 0.
This new binary image is too sparse, and has removed many valid edge pixels.
The next step, hysteresis, is the true contribution of the Canny method. In
two-threshold hysteresis two thresholds (usually the higher is three times the
lower) are predetermined and then at every pixel, if its gradient is above the
higher threshold and it is set to 1 in the binary image, then any pixels along
the edge direction3 which have a value higher than the lower threshold are also

3The edge direction is the the normal to the gradient directio n
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set to 1 in the output image. This has the e�ect of �lling in gaps in edges, a
problem known as \streaking" and common to most edge detection schemes.
The end result is a binary image showing the clear edges, such as that shown
in Figure 2.16.

While the Canny method is e�ective, it does have problems. Since it only
looks at brightness, the edges between a dark object and its shadow or between
two objects of similar intensity are weak. A more e�ective way to detect edges
is the Compass operator, �rst introduced by Ruzon and Tomasi in [80] for
use with color and extended for texture by Maxwell and Brubacker [63]. The
compass operator looks at the statistics of the entire region as opposedto the
local gradient function to �nd edges. It is composed of a circle of diameter
3� around a point, where � is a scale variable. This circle is then bisected
N times at regular intervals and a weighted histogram computed for both sides
(Ruzon and Tomasi use a Raleigh distribution in polar coordinates to weightthe
contribution of a pixel, i.e. f (r; � ) = r exp(� r 2=2� 2)). The distance between
these histograms is calculated using EMD as described in Section 3.3.5 with an
exponential ground distance between bin centers described by the equation

D(x; y) = 1 � e
� E ( x;y )


 (2.19)

where E(x; y) is the Euclidean distance between pointsx and y. Localization
of the exact edge orientation is found by �tting a curve to the maximum angle
and its two neighbors and taking its derivative.

Though the compass operator is a powerful new concept, its original imple-
mentation using EMD was frightfully slow, with a runtime of 33 minut es on one
769� 512 image [80]. Maxwell and Brubacker proposed an alternate formulation
in [63] which ran in 30 seconds for a 340� 240 image using texture (and thus in
higher dimensions) which makes begins to make the compass operator practical
for use in edge detection. They achieve this by using the more e�cient dynamic
time warping [75] as an alternative to EMD, and by jittering the applicati on of
the compass operator. Jittering is a practice commonly found in ray tracing,
where the image is sampled by only applying the compass operator to one ran-
domly selected pixel in each 4� 4 block and then applying a 4-connected box
�lter that ignores unset pixels. Figure 2.17 shows our implementation of the
compass operator using texton histograms and DTW for a particular texture
edge, with the DTW graph for each bin shown and the actual edge highlighted
in red.

Corners

Corners are areas in the image in which the gradient in all directions is large. At
an edge, the gradient in the direction normal to the edge is large but there is no
gradient in the direction of the edge itself. At a corner, however no matter what
direction the gradient is measured it is high. Similarly, if the gradient shows
no change in any direction that point is in a uniform area. In [40], Harris and
Stephens describe a method based on the Moravec corner detector [67] which
uses this principle to detect corners.
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Figure 2.17: Compass Operator The graph on the right shows Dynamic Time Warp
value for 12 orientations sampled by the compass operator shown on the left, centered
on the patch. The blue circle denotes the area sampled, and the red line is drawn at the
interpolated edge. Distances on the right are DTW between two texton h istograms,
with the textons used being those extracted in Figure 2.13.

Denote the smoothed image brightness function asI (x; y). Of interest for
corner detection is the matrix
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or more speci�cally, its smoothed version

Ĥ =
�

Î 2
x Î x Î y

Î x Î y Î 2
y

�
(2.21)

where r Î x = G � r I , G is a two-dimensional Gaussian smoothing kernel and
r I = [ I x ; I y ] = [ @I

@x;
@I
@x]. This matrix describes the gradient characteristics in

the window of the smoothing kernel G. Its eigenvectors � 0 and � 1 describe
the main directions of the gradient with the strength of those directions being
directly related to their corresponding eigenvalues� 0 and � 1. If both � 0 and
� 1 are large, the area is a corner, if� 0 dominates the area is an edge, and if
both are negligible the area is uniform. As such, this method can be used for
both corner and edge detection. The� used for G determines the scale of the
features detected by dictating the size of the neighborhood inspected.

This basic method, though improved by Shi and Tomasi [86] and Noble [69],
has remained one of the best corner detectors in use. An example of the corner
response on some sample images is shown in Figure 2.18, with detections on
the �rst image showing its theoretical accuracy and on the second showing its
performance on real-world images.

The Compass operator from [80], in addition to being able to detect edges,
can also be used as a corner detector. Instead of bisecting the circle as for
edges, wedges of width� at various orientations � are cut out of the circle and
the di�erence between the wedge and the remainder of the circle calculated
using partial histogram matching with EMD. Once potential corners have been
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Figure 2.18: Harris Corners This image displays Harris corner detection, with the
200 maximal corners from the image superimposed in red. Notice how the detector
�res not only at corners but also at areas of active texture (e.g. the crink led bag, the
tangled wires.)

found they are tested to see whether the edges that would form them exist and
are aligned with the angle of the corner. Once these conditions have been met,
only plausible corners remain (i.e. ones which connect edges in the image.)

Di�erence of Gaussians

The Di�erence of Gaussian (DoG) operator has long been used as an approx-
imation to the Laplacian of a Gaussian to �nd zero crossings in the gradient
of an image for edge detection. It can also be used to �nd very stable interest
points in the center of stable uniform regions [64], and is considered to be a bio-
logically plausible model for the method used by the mammalian brains for this
purpose [97]. As shown in Figure 2.19, the di�erence of two or three Gaussians
approximates the Laplacian of a Gaussian, and the response of the operator for
an image will have a value of zero at edges. The maxima and minima of the
response are the stable points of interest.

Lowe uses the DoG detector as the initial step of his e�ective SIFT feature
point scheme [59]. In his system he �rst calculates a Gaussian pyramid by
convolving an image with a Gaussian of� = 2

1
L L + 3 times and then subsamples

the L th of these images by 2 to begin the next octave. Repeating thisO times,
this achievesL + 3 images in each ofO octaves. Within each octave he then
calculates L + 2 di�erence images, subtracting the i + 1th image from the i th
image for i = 0 to i = L + 2. In each of these images he tests to see if a
maximum or minimum in one scale is also the maximum and minimum in the
adjacent scales. Once this has been determined to be true, he localizes the
point by �nding the maximum of a translated Taylor approximation of the sca le
space function as described in [15] to obtain a series of stable interest points
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Figure 2.19: Di�erence of Gaussians Here are two Gaussians, their di�erence, and the
second derivative of a Gaussian shown on the same graph. Note how the closely the
di�erence approximates the second derivative.

at di�erent scales. For a more complete description of this process see Section
3.5.1.

2.2.2 The Patch Descriptor

The simplest way to describe the area around an interest point is simply to store
the intensity values in a patch around the point and compare them directly
against other patches to �nd a match. This method isn't very robust to changes
in intensity, however. We can �x this by centering the values in the patch at 0,
meaning that we subtract the mean from every element in the patch to give it
a zero mean. While invariant to changes in intensity this representation is still
vulnerable to changes in contrast, so we divide each element by the standard
deviation. This results in a patch that has zero mean and unit variance and
which is the optimal way to use the pixel intensities alone to describe a local
feature, being invariant to changes in global intensity and contrast.

2.2.3 The SIFT Descriptor

In a recent evaluation of local descriptors [65] the SIFT descriptor performed
signi�cantly better than all other methods. SIFT stands for Scale-Invariant
Feature Transform and is described in detail by David Lowe in [59]. It generates
a descriptor based on the overall intensity gradient at each pixel. Since the
gradient is independent of o�set there is automatic invariance to brightness
changes, and by binning into a series of histograms some limited invariance
to misalignment and warping is also introduced. A largeN � N patch (Lowe
usesN = 16) of the surrounding image forms the feature neighborhood and is
extracted at the scale of the interest point. To gain invariance to rotation, an
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Figure 2.20: The SIFT Descriptor This diagram shows how the orientation histogram
is assembled for the classic SIFT descriptor. On the left is an 8 by 8 patch of the
image, subdivided into 4 sections. The gradient direction and magnitu de at each
pixel is denoted by an arrow and the weighting Gaussian is denoted by th e blue circle
(though it would in fact degrade smoothly.) For each quadrant a weighted ori entation
histogram is built, as depicted on the right, based on the individual ori entations. Each
orientation contributes to the three adjacent section histograms by wa y of trilinear
interpolation to alleviate border e�ects. Though a 2 by 2 descriptor is shown here, the
actual descriptor consists of a 16 by 16 patch subdivided into 16 sections.

orientation histogram is formed using the gradient directions in the whole patch
weighted using a Gaussian with a� 1.5 times the scale of the feature and the
magnitude of the gradient at each point. The maxima of this histogram are
taken as dominant orientations for the patch and the descriptor rotated into
alignment with these dominant directions to form a new patch. Each maximum
greater than or equal to 80% of the true maximum is used to create its own
descriptor with the patch rotated to its direction. This can result in several
descriptors per interest point, which increases stability of feature detection.
The descriptor itself is not rotationally invariant, but aligning to the dom inant
direction(s) allows for a robustness to orientation changes.

The N � N patch is split into c cells, and within each cell the intensity
gradient at every pixel is calculated and the directions binned into a histogram
weighted by their magnitude and a Gaussian window with a� of .5 times the
scale of the feature centered on the patch. If the bins are centered ond directions
in each of c cells, the resulting descriptor is ad � c vector. By dividing the
patch into cells, a particular gradient can move around to some degree within
the descriptor window and still contribute to the same directional histogram.
To provide a smoother transition when a gradient moves from one histogram to
the next, however, trilinear interpolation is used to spread its contribution to all
histograms by weighted using it with the quantity 1 � d, whered is the distance
from the gradient pixel to the center of a particular histogram as measured in
histogram bin units. Once the d � c vector has been extracted, it is normalized
to provide invariance to gradient magnitude (and hence contrast) change. One

35



�nal step is performed to help minimize the e�ects of non-a�ne lighting changes
by thresholding all values in the unit vector to .2 and then renormalizing (the
value of .2 was found experimentally.) Figure 2.20 helps with visualization of the
descriptor. The SIFT descriptor has proven to be rich and is currently factoring
into much vision research in place of other local feature descriptors, especially
for localization [83] and image retrieval [52, 59]. However, it is very large (at
4 � 4 � 8 = 128 dimensions) making similarity calculations very expensive.

2.2.4 PCA-SIFT

PCA-SIFT is an alternative patch type designed to be used as an alternative to
Lowe's SIFT descriptor. Introduced by Ke et al. in [53], PCA-SIFT uses Prin-
ciple Components Analysis [47] on oriented gradient patches during an o�ine
process to obtain a gradient patch eigenspace that can be used for projecting
extracted patches into lower dimensions to serve as vectors. During the o�ine
step, a large collections of images is processed by Lowe's DoG detector to ob-
tain a feature points and 41� 41 patches are extracted at each, oriented to the
direction of the feature point. The horizontal and vertical gradients of these
patches are concatenated into a 2� 39 � 39 = 3042 length vector and PCA
is performed on the entire collection. The topN eigenvectors of the resulting
eigenspace decomposition are then used as the basis of the feature space, where
N is typically between 20 and 40. In addition to being signi�cantly smaller
than Lowe's descriptor, it is faster to extract and more distinctive, making it a
signi�cant improvement to the technique.
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Chapter 3

Image Retrieval

One of the major �elds of research in Computer Vision is in the retrieval of
images from large databases. The basic problem is that given a database of
reference photographs an image retrieval system must return candidate objects
for a set of query images, which depict objects and scenes that may or may
not be in the database. In order to solve this problem, image content must be
extracted from the reference and query images using the methods discussed in
Chapter 2 and then organized in a manner that results in high precision and
recall.

3.1 Precision and Recall

Before we get to the details of image retrieval, it would be prudent to examine
the yardsticks by which retrieval systems are measured. Precision and recallare
two concepts from data mining that serve to evaluate the quality of a retrieval
system. Of interest are four quantities: the total number of correct documents
for a query, the total number of documents in the database, the returned number
of correct documents, and the total number of returned documents referred to as
Ct ; Pt ; Cr , and Pr respectively. Precision is the quotient C r

Pr
, or the percentage

of the returned documents which are correct. Recall isC r
C t

, or the percentage
of correct documents returned. It is obviously trivial to obtain maximum pre-
cision by returning no documents and maximum recall by returned the entire
database. However, in each of those cases the other quantity goes to 0. Thus,
systems which maximize both precision and recall can be said to be e�ective
retrieval systems, with the perfect retrieval system returning only all the correct
documents from the database, achieving a precision and recall of 1.

3.2 Representing an Image

One of the central areas of exploration in image retrieval deals with the wayin
which an image will be represented in the database. In this section we'll explore
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three of the main ways in which this is achieved. There is no absolutely correct
way of doing this, rather di�erent applications require di�erent representations
of content.

3.2.1 Histograms

The simplest way of representing an image in the database is through a single
histogram or collection of histograms. These histograms are calculated over the
entire image for color, intensity and/or texture. Histograms can prove quite
useful, especially in situations with high-quality reference and query images, or
where an exact match is desired. Techniques which achieve partial matching
for histograms can even make histograms deal well with matching individual
sections of a larger image to smaller images for sub-image retrieval.

Normalized color histograms are used by Jain and Vailaya in [44] over the
red, green and blue channels for image retrieval. IBM's QBIC image search
framework [68] includes amongst its growing ledger of search criteria the ability
to specify a color histogram to narrow a search, as does the Ogle's Chabot
system [70]. Another example of robust histogram techniques for color can be
found in Swain and Ballard's work [90] where they de�ne histogram intersection
and backprojection for e�cient retrieval of multicolor objects in clutter.

3.2.2 Blobs

The concept of a \blob" is appropriately very nebulous, however the standard
concept is that it consists of a multi-variate Gaussian calculated for a collection
of content features from an image region. To create a set of blobs for an image,
�rst a segmentation algorithm is used to divide the image into regions. Then,
for each region, content is extracted at every pixel. A standard choice is to
use several di�erent color representations and a collection of texture cues with
rough shape descriptions (size of the region and normalized position) to create
a concatenated feature vector at each point. Then a Gaussian is �t to these
points and used as the descriptor from that region, often by using the mean and
diagonal covariance as one very large feature vector. This feature vector su�ers
greatly from dimensionality issues but is a very rich descriptor. If the initial
segmentation is good, the feature vectors can be quite distinct and useful for
object retrieval.

Blobs have been used exclusively as the representation, though with di�ering
composition, throughout the evolution of the eponymous Blobworld retrieval
system [18, 7]. It has also been used by other research from the Berkeley group,
notably Barnard et al.'s work with auto-annotation and region labelling [ 3]. A
similar system is used by Ci�an Sha�rey in his image retrieval work [84], though
his representation is the Dual-Tree Complex Wavelet Transform as opposed to
the responses of a �lter bank.
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3.2.3 Collection of Features

The most robust representation currently is to use a collection of local features,
such as SIFT or Patch descriptors, to describe the image. The intuition about
this is that the most interesting points in an image will be produced by the
objects of interest. In the reference photographs, the points will be produced by
the object against a matte background and as such create a clean database set
of features. Query images may contain several objects producing many features,
however if the descriptors are speci�c and clean enough as few as 3 can be used
to perform matching to the database [59].

3.3 De�ning Distance

Regardless of the descriptor used, the features from the query image need to
be compared against all the database features to �nd a match. This can be a
potentially intractable problem in itself, but it is compounded by the fact that
de�ning similarity is itself di�cult problem. In the case of Euclidean data, a
simple distance calculation is needed, but the multi-dimensional vectors formed
by feature descriptors are almost certainly not Euclidean and must be treated
di�erently.

3.3.1 De�ning a metric for non-Euclidean data

A distance metric must have the �rst three properties to be useful in the com-
parison of separate entities:

1. d(x; y) � 0 (non-negativity)

2. d(x; y) = 0 if and only if x = y (identity of indiscernible)

3. d(x; y) = d(y; x) (symmetry)

4. d(x; z) � d(x; y) + d(y; z) (triangle inequality).

While it is desirable for the triangle inequality to be maintained for all points, it
is only required to be accurate for points which are nearby. If a point is equally
far away from all points beyond a certain radius, for example, the triangle
inequality may not hold for those points but performance as a distance metric
will not necessarily be a�ected.

The way in which a distance metric achieves these properties is unimportant
as long as they are followed. In this section we explore various metrics that are
used to compare di�erent kinds of non-Euclidean data.

3.3.2 Minkowski-form distance

More commonly known asL m distance, Minkowski-form distance is a general-
ized distance metric for comparing two points on a hyperplane. It is described
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by

L m (p1; p2) =

 
NX

i

(p1[i ] � p2[i ])m

! 1
m

(3.1)

where N is the dimensionality of the hyperplane. For example, standard Eu-

clidean distance (d(p1; p2) =
q P N

i (p1[i ] � p2[i ])2 is the L 2 distance. In addition
to comparing points, it also used to compare two histograms by treating aN -
bin histogram as a point in N dimensions. TheL 1 distance is used for compute
dissimilarity between color images by Swain and Ballard in [90], howeverit was
shown by Stricker and Orengo [89] that theL 1 distance is sub-optimal for image
retrieval due to the number of false positives returned.

3.3.3 Histogram Intersection

The histogram intersection is a measure introduced by Swain and Ballard in
[90] and is attractive due to its partial matching abilities. It is de�ned as

d\ (H; K ) = 1 �
P

i min(hi ; ki )P
i ki

: (3.2)

and thus is able handle partial matches when the areas of the two histograms
di�er. In the case of histograms of equal histogram areas, it is equivalentto the
normalized L 1 distance [90].

3.3.4 Kullback-Leibler Divergence and Je�rey Divergence

The Kullback-Leibler (K-L) divergence [54] is de�ned as

d\ (H; K ) =
X

i

hi log
hi

ki
: (3.3)

The K-L divergence is non-symmetric, however, and is sensitive to binning ef-
fects. The Je�ry divergence, on the other hand, is an empirically derived ex-
tension to the K-L divergence that is numerically stable, symmetric and robust
with respect to noise and the size of the histogram bins [74]:

dJ (H; K ) =
X

i

�
hi log

hi

mi
+ ki log

ki

mi

�
; (3.4)

where mi = h i + k i
2 .

3.3.5 Earth Mover's Distance

The Earth Mover's Distance, or EMD, is a distance metric used speci�cally for
comparing histograms. It has been used in image retrieval to some success as
described by Rubner in [79], as it is able to partially match two histograms
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or match histograms of di�erent lengths with di�erent bin centers. It achieves
this by posing the problem of matching two histograms as an instance of the
transportation problem from linear optimization [41] (also known as the Monge-
Kantorovich problem [76]), for which e�cient algorithms exist. The problem can
be stated in terms of a set of suppliers and consumers with a limited supply
of goods and capacity, respectively. The transportation problem is to �nd the
least expensive way to transport the goods from the suppliers to the consumers
that satis�es consumer demand. Another way of treating it is to consider one
histogram as piles of earth and the other as holes in the ground, with the height
or depth of the pile being related to the value for that bin. The distance between
each pile of earth (the �rst histogram) and each of the holes in the ground (the
second histogram), the \ground distance", is de�ned as the Euclidean distance
between the bin centers and is used to calculate the cost per movement unit.
Once this has been determined, the score is de�ned as the minimum amount of
work required to move the earth into the holes, with low scores for two exact
matches and high scores for disparate histograms.

3.3.6 Cross-Correlation

Cross Correlation is a metric of how closely two vectors resemble each other,
and is used to compare image patches like the patch descriptor described in
Section 2.2.2. In its simplest form, it is calculated by the equation

CC(P1; P2) =
1
N

NX

i

P1[i ]P2[i ]:

However this equation has some problems, namely if the two vectors being com-
pared have di�erent means the metric wouldn't ful�ll the requirements stated
earlier. So, we must normalize the data, resulting in the equation for normalized
cross correlation:

NCC(P1; P2) =
1
N

NX

i

(P1[i ] � � 1)(P2[i ] � � 2):

Unfortunately, this equation makes the assumption that the two vectors have
the same variance. To truly make cross correlation a metric, we need one �nal
adjustment, resulting in the equation for zero normalized cross correlation:

ZNCC (P1; P2) =
1
N

NX

i

(P1[i ] � � 1)
� 1

(P2[i ] � � 2)
� 2

:

It is for this reason that the patch descriptor described in Section 2.2.2 is mod-
i�ed to have zero mean and unit variance, in essence as a pre-processing step
so that one can simply use the cross correlation operator yet it will still be a
proper zero normalized cross correlation operation.
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Figure 3.1: Boundary Problems This is a depiction of a 2 dimensional KD-Tree in
which boundaries are chosen based on the median point. The data points areblack,
the boundaries are blue, and the query point is red. If a simple O(log(n)) search
is performed, the green point is returned, which is quite obviousl y not the nearest
neighbor. In order to �nd the nearest neighbor in this case, other sub- trees must be
searched.

3.4 Retrieval Methods

There are two di�erent philosophies of image retrieval. In one, the retrieval
system returns a list of results to the user which are similar to the query which
he has made. The system is then evaluated on the composition of those results
using precision and recall as described in 3.1. In this task, the goal is to �nd
a neighborhood of results, or nearest neighbors in the data set, to the query
images. Another approach to the problem is to guide the user interactively
through the collection until he �nds the image he is looking for. Though more
intensive, it is often a more fruitful search process. We will describe bothin
this section.

3.4.1 Nearest Neighbor

The nearest neighbor problem is deceivingly simple: given a set of points and
a query point, �nd the point in the set which is closest to the query. The
na•�ve way of doing this is to look at every point in the data set and calculate
the distance between it and the query, returning the point with the smallest
distance. However, this is a linear search algorithm and we should be able to do
better, especially since a linear search is prohibitive with large data sets.Thus,
we essentially need a search data structure to speed up the process. For this,
we turn to the KD tree.
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KD trees

A KD-tree, short for K-dimensional tree, is a way of partitioning K-space into
a binary search tree given a set of points in the space which are to be searched.
A KD-tree is constructed from a set of points as follows

1. If the number of points in the current hyper-rectangle is less than or equal
to the leaf size, �nish recursion.

2. For all points in the current hyper-rectangle, �nd the dimension which has
the highest variance. Set the cutting plane for the hyper-rectangle as the
mean value in that dimension. 1

3. Store the cutting plane at the current node.

4. Create two new child nodes with hyper-rectangles corresponding two the
two halves of the current hyper-rectangle.

5. Recurse on the child nodes.

with the initial node being set to have a hyper-rectangle equal to the smallest
area of K-space that encloses all the data points. The resulting search tree is
then descended by seeing what side of the cutting plane a query point is on
and going down that branch of the tree until a leaf is found. The resulting
hyper-rectangle is going to contain a subset of the data which is highly likely
to be nearest to the query point. Boundary issues cause problems, however, as
is shown in Figure 3.1, and as such it is not guaranteed to be the case. Thus,
we must continue the search to guarantee that the nearest neighbor has been
found.

Once a candidate point has been found by descending the tree, this gives a
minimum distance against which we can bound whatever continuing process we
use. In branch and bound searching, we use the minimum distance to prune a
comprehensive search of the tree to �nd the nearest neighbor. Starting at the
root again, we calculate the distance from the query point to the cutting plane
using the method:

1. Create a new vectorp with dimension K .

2. For every dimension inp, if the query point in that dimension is less than
the minimum value for the hyper-rectangle in that dimension, set the
value in p to be the minimum value. If the query point lies between the
minimum and maximum values for the hyper-rectangle in that dimension,
set p[i ] = q[i ] in dimension i for query q. Otherwise, set the value forp to
the maximum value in that dimension.

3. The resulting vector p is the closest possible point in the hyper-rectangle
to the query point q. To �nd the minimum distance simply return jjp� qjj .

1There are several ways of performing this step, the one given is a heuristic choice which
has been shown to give good performance [51]
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resulting in a test distance. If this distance is greater than or equal to the
current minimum distance, it is unnecessary to search that entire subtree. It is
customary to limit this search to a certain number of nodes however, as it can
be prohibitive to search the entire tree with large data sets. If the wrongnodes
are looked at �rst, the chances of �nding the true nearest neighbor decreases
with smaller search sizes.

A way of modifying branch and bound such that the chance of �nding the
correct nearest neighbor increases signi�cantly was proposed by Beis and Lowe
in [6] as Best Bin First searching. It functions in the same way as branch and
bound search except that a priority queue is maintained as the search takes place
for all branches not followed. Thus, whenever one branch is chosen over the other
in the �rst descent the branch not chosen is added to the priority queue based
on the distance between the query point and the cutting hyperplane. Once the
leaf node has been reached and the initial minimum distance found, the nodes in
the priority queue are exhaustively searched provided the distance is less than
the current minimum. The result is that the most likely subtrees are searched
�rst, which on average results in better performance on retrieval. The search
constraint, which it shares with branch and bound searching, has a large e�ect
on its performance and accuracy. This intelligent search method results in a
signi�cant reduction in the number of nodes that must be visited to result in
an acceptable level of accuracy, but that number still grows with dimensionality
and results in an, albeit reduced, curse of dimensionality.

The Curse of Dimensionality

Regardless of the clever technique used to search for the nearest neighbor, the
higher the dimension the less useful the technique becomes. For Best Bin First
searching, the maximum number of nodes to search must be increased with
every added dimension in order to maintain an acceptable level of performance
until, eventually, the number of nodes being searched to maintain performance
is practically the entire data set, thus resulting in a de facto linear search. This
is known as the curse of dimensionality, namely that in higher dimensions the
best search technique will cost as much as a linear search if a certain level of
quality (i.e. precision and recall) is required. However, there is a technique
which alleviates this to some degree by playing a clever computer science trick.
2

Locality Sensitive Hashing

Locality Sensitive Hashing (LSH) is a true approximate nearest neighbor algo-
rithm, in that it provides a guaranteed bound � on the error between its result
and the correct answer. First proposed by Indyk and Motwani in [43], the algo-
rithm is based on hashtable collision. It is important to note at the start that
the algorithm does not make any assumptions about the object similarity or

2A wise man once said that all computer science problems can be solved by either hashing,
caching or a level of indirection. This is yet another case wh ere he was correct.
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dissimilarity measure, which helps to alleviate in some ways the the problems
described in Section 3.4.1 as di�erent measures can be used which are appro-
priate to a particular data set. The basic intuition of the algorithm is tha t if a
range of locality based hash functions place a group of points in the same cell
with the query point, then those points are likely to be the nearest neighbors of
the query.

An implementation of LSH for use in computer vision was designed by
Georgescu et al. in [37]. In the original presentation in [43] and subsequently
in [38], Indyk et al. present an algorithm which explores the Hamming [39]
and set di�erence [14] metrics for the purpose of proving the runtime bounds
of the algorithm. Georgescu et al. use an extrapolated framework which main-
tains the same properties while being adapted to high-dimensional data. For
LSH, one must de�ne a set of hash functions to be used which are based on
two parameters: L , the number of hash functions, andK , the complexity of
those hash functions. They tessellate the data spaceL times with random par-
titions de�ned by K inequalities. In each partition, K pairs of random numbers
dk 2 f 1; 2; : : : ; dg where d is the dimensionality of the space andvk is in the
range of thedk -th dimension. The kth inequality is then x[dk ] � vk , allowing a
set of L binary strings to be constructed for each data point. This string is the
hash code for the point, which is used to place those points in buckets in a hash
table. Thus, for every data point there is a list of Cl buckets in L hash tables
in which it falls. To �nd the nearest points to a query point q it is hashed to
come up with L buckets Cl and the points in C[ =

S L
l Cl returned. It should

be noted that any q 2 C\ =
T L

l Cl will return the same result.
The advantages of LSH are that all queries are performed quickly and that

the system can be tuned usingL and K to deal with di�erent data conditions.
In general, increasingK reduces the average cell size in each partition, andL
increases the percentage of the true neighborhood approximated byC[ . For
any particular K, there comes a point where increasingL has a negligible e�ect
search accuracy, thus placing a bound on the number of practical (K; L ) pairs.
A na•�ve implementation of the algorithm, however, is only e�cient if the enti re
data set is held in memory, which for large data sets can be impractical. An
implementation �ne-tuned for disk access is provided by Ke et al. in [52] which
remedies this problem. Experiments by Gionis et al. in [38] have shown that
LSH shows almost no increase in retrieval error as the number of data points
increase. Additionally, for each query the algorithm runs in O(n

1
1+ � ), though

this upper bound may be unnecessarily high [43, 38] as it depends on values of
K and L which are possibly suboptimal.

Spill Trees

A spill tree combines the e�cient, tree-based structure of a KD-tree while using
techniques from locality sensitive hashing to deal with the curse of dimension-
ality. It is also an approximate nearest neighbor data structure, but whereas
the KD-tree with best bin �rst searching achieves this by limiting and optimiz-
ing the time-intensive back-tracking necessary to increase accuracy, a spill tree
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modi�es the tree structure itself by allowing points to be present in more than
one node.

A standard metric tree, of which a KD-tree is a variant, consists of a binary
tree in which the parent contains all the points of its children, and the children
split the points between them according to a decision boundary. Ideally, this
decision boundary is a hyperplane in the dimensionality of the points which
divides the points equally into two parts, but an approximation to this are
used in practice 3. This tree is very similar to a KD-tree and has all of the
same problems, namely that the candidate point found in anO(log(n)) search
is often incorrect due to boundary issues, as can be seen in 3.1.

A spill tree deals with this problem by replacing the hard decision boundary
with a bu�er zone which is shared by both children. In this way, points close to
the boundary are present in both children and thus a better approximation to
the true neighborhood is present at a leaf node. For a more complete discussion
on spill trees, the reader is directed to [57], in which they were found to out-
perform both KD-Tree and LSH methods in accuracy and speed. They are still
a�ected by the curse of dimensionality, however, and as such for dimensionalities
greater than 30 a set of dimensionality reductions are performed and an array
of spill trees set up, with the approximate neighborhood being the union of the
results from all the trees in much the same way as in LSH. This technique can
be applied to any data structure as a way of dealing with this problem, and goes
a long way to helping do away with the curse, though at the cost of storage and
speed.

3.4.2 Browsing

While automatic retrieval of images based on static queries requires a nearest
neighbor system of some description, another method of retrieving images is
through browsing. Whereas the retrieval task relies on the system to be able to
retrieve an accurate subset of the data which re
ects a given query, browsing
relies on providing accurate and descriptive feedback to a user to aid them in
�nding what they are looking for as they engage in an interactive process. The
di�erence is akin to visiting a library. Strict retrieval is analogous to as king
the librarian to retrieve for you books which deal with a particular issue. The
books which are returned will undoubtedly be books which deal with that topic,
but it will be based on the librarian's opinions and knowledge of the �eld. In
addition, you will be unable to broaden or tighten your search as necessary
during the process (the librarian is away from the desk) or get a sense of what
other topics can be found near your intended topic which may pertain to your
research. Retrieval through browsing, however, is like asking the librarianto
show you to the section where you'd �nd books on your desired topic. As you
move through the library you can change your mind and ask to be sent to other

3Typically, a point x is chosen at random and then a point p1 is found which is farthest
from x. Then, another point p2 is found which is farthest from p1 . All other points are
projected onto the line between these two points and the mean or median point on this line
used as the decision boundary.
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Figure 3.2: Database Paintings These are eight sample paintings from the 118 image
test database. 1000 to 2000 features were extracted for each and inserted into a KD-
tree for nearest neighbor retrieval.

sections, and once you arrive you can delve into a richer �eld of inquery. There
have been a few systems which have provided image browsing of this nature.
Of particular note is the work of Cox et al. in [22] on the PicHunter Bayesian
browsing system. In each iteration of the systemN images are shown to the user
based on his past history of actions (e.g. choosing one or more of the images he
is shown) with each new imageTi being chosen according to whether they are
the likely target T as determined by

P(T = Ti jH t ) =
P(H t jT = T i)P(T = Ti )

P(H t
(3.5)

whereH t is the current action history for the user. The advantage of the system
is that it is a general framework for a Bayesian formulation of the browsing
problem. The de�nition of H t and the nature of P(H t jT = T i) is open to
interpretation. In their system, the user is chosenN images and their history
consists of the images they were shown at stept, D t , and the action they took,
A t , which consists of choosing one or more images. As the user chooses images
that are \like" the image he desires to �nd he moves through the system and
is able to experience the full range of data available until eventually converging
on a subset of the data.

3.5 Study: Building a State-of-the-Art Image
Retrieval System

At this point in the report, enough has been covered that we can build a com-
plete, working and state of the art near-duplicate and sub-image retrieval sys-
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tem. A near-duplicate and sub-image retrieval system returns all images in the
database which are near-duplicates of a query image or contain the query image
within them. Our particular system is going to help users �nd information on
a painting based on a query photograph of the painting. For this study, the
database used is the 118 photographs of paintings hand-extracted from auction
catalogs, 8 of which are shown in Figure 3.2.

The system consists of 4 subsystems:

1. Interest Point Detector

2. Feature Descriptor Extractor

3. Nearest Neighbor Database

4. Match Generator

We will discuss each in turn and in some detail, ending with a look at the
Precision/Recall results for a set of query images.

3.5.1 Interest Point Detector

The interest points used in this system are Lowe's Di�erence of Gaussian (DoG)
points as discussed in Section 2.2.1. The reason for this is that the pointsoutput
by this system are very stable, making them ideal starting points for a matching
system. For the purpose of clarifying the method used to extract them, we will
discuss it in a bit more detail than was used earlier. The process consists of the
following steps 4:

Prepare the input image

Take an input image I (a monochrome image with intensity values from 0 to 1)
and double its size using linear interpolation to receiveI double . Then, smooth
I double using a Gaussian kernel with� = 1 :5 to receiveÎ

Build the Gaussian pyramid

Every octave o has k intervals. At the start of each octave, smooth the initial
image with a Gaussian of� = 1 :6, with the input to the �rst octave being the
prepared input image Î . Then create each interval by smoothing the previous
interval with a Gaussian of � = 2

n
k , wheren is the interval. Create k+3 intervals

(this is important!). To make the next octave, sub-sample the kth interval of
the previous octave by two.

4This entire tutorial on the DoG detector is a distillation of Lowe's system as described in
[59]

48



Build the DoG pyramid

Create each octave of the DoG pyramid by subtracting thei +1th interval of the
Gaussian pyramid from the i th interval for i = 0 to k+2 from the corresponding
octave in the Gaussian Pyramid. This givesk + 2 DoG images, which again is
very important.

Determine candidate points

For each DoG imagei from i = 1 to k compare each point to see whether it is a
local maximum or minimum. If it is, test it against the DoG image above and
below (i � 1 and i + 1) to see whether it is the minimum or maximum of its 26
neighbors in scale space. This is why we needk + 2 DoG images in each octave:
to allow an accurate comparison with the neighboring intervals. All points which
are maximal or minimal in the local scale space are the candidates. So, to say
it again, we test to see whether a point (x; y; s) is the maximum of all 8 of its
neighbors at scales, then look at scales � 1 and s + 1. An important thing to
note here is that while it needs to be greater or less than all its neighbors in
scale space, it only needs to be greater than or equal to (or less than or equal
to) the points at ( x; y; s � 1) and (x; y; s + 1).

Localize each candidate point

To localize the candidate points in scale space, we use the Taylor expansion of
the scale space function (localized to a particular point) in three variables:x, y
and s. This expansion is as follows:

D(x) = D +
@D
@x

T

x +
1
2

xT @2D
@x2 x (3.6)

where D is the DoG image value at x =

2

4
x
y
s

3

5. This gives us H = @2 D
@x2 (the

Hessian),G = @D
@x (the gradient) and D = D(x; y; s) (the scalar). The Hessian

is composed as:

H =

2

6
4

@2 D
@x2

@2 D
@x@y

@2 D
@x@s

@2 D
@x@y

@2 D
@y2

@2 D
@y@s

@2 D
@x@s

@2 D
@y@s

@2 D
@s2

3

7
5 (3.7)
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where

@2D
@x2

= D(x + 1 ; y; s) � 2D(x; y; s) + D(x � 1; y; s)

@2D
@y2

= D(x; y + 1 ; s) � 2D(x; y; s) + D(x; y � 1; s)

@2D
@s2

= D(x; y; s + 1) � 2D(x; y; s) + D(x; y; s � 1)

@2D
@x@y

= D(x � 1; y � 1; s) + D(x + 1 ; y + 1 ; s) � D (x + 1 ; y � 1; s) � D (x � 1; y + 1 ; s)

@2D
@x@s

= D(x � 1; y; s � 1) + D(x + 1 ; y; s + 1) � D (x + 1 ; y; s � 1) � D (x � 1; y; s + 1)

@2D
@y@s

= D(x; y � 1; s � 1) + D(x; y + 1 ; s + 1) � D (x; y + 1 ; s � 1) � D (x; y � 1; s + 1)

Then we have the gradientG as:

G =

2

4

@D
@x
@D
@y
@D
@s

3

5 (3.8)

where

@D
@x

= D(x + 1 ; y; s) � D (x � 1; y; s)

@D
@y

= D(x; y + 1 ; s) � D (x; y � 1; s)

@D
@s

= D(x; y; s + 1) � D (x; y; s � 1)

We take the derivative of this and set it to zero to �nd the maximum:

x̂ = �
@2D
@x2

� 1 @D
@x

(3.9)

which localizes the candidate.
If the candidate moves more than .5 in any one direction you need to move

the sample point in that direction and re-localize. If this happens more thanN
times (a good value forN is 2) then the candidate is bad and is rejected. The
next culling step is to look at the value of D at the maximum and threshold.
Lowe suggests a value of .003, however in practice a lower value (such as .001) can
be used to result in more keypoints with very little degradation in performance.

Test the Curvature

Now that the keypoint has been localized and thresholded based on contrast,
we look at the local curvature. In order to test the curvature we create another
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Hessian, but this time it is only computed for location, not scale, resulting in
the matrix

H =

"
@2 D
@x2

@2 D
@x@y

@2 D
@x@y

@2 D
@y2

#

(3.10)

where all terms are de�ned as above. If the ratio of the trace ofH squared
to the determinant of H is greater than ( r +1) 2

r (Lowe usesr = 10) then that
candidate is rejected due to it being an edge.

Detecting Dominant Orientation

We can now disregard the DoG pyramid, it is of no use anymore. All remaining
work will be done on the Gaussian pyramid. For each candidate we need to �nd
the dominant orientations. First, we precompute the gradient magnitude and
orientation for every image in the pyramid. Then, we sample the orientations
weighted by a Gaussian centered at the candidate point with� = 1 :5 � s where
s is the scale of the point and the magnitude of the gradient. In other words,
we create an orientation histogram O with N bins (Lowe uses 36) and then
every point within 3 � of the candidate point at (xc; yc) contributes a value of
G(x � x c; y � yc)m(x; y), where G is the aforementioned Gaussian andm is a
function of the magnitude of the gradient, to the appropriate bin in O for a value
of � (x; y), where � is a function of the orientation of the gradient. We then look
for local maxima in this histogram (read: greater than both their neighbors)
and �t a parabola to the maximum and its two neighboring bin values to �nd
the actual maximum orientation (by taking the derivative of said parabola and
setting it equal to zero). For each of these maxima which are 80% or more ofthe
value at the global maximum we create a separate interest point. This process
gives a set of stable DoG points from which we now extract patches.

3.5.2 Feature Descriptor Extractor

The second step of the process is to extract a feature descriptor at each point.
For this study, we used Ke et. al's PCA-SIFT descriptor [53]. The PCA-
SIFT descriptor is formed by performing a dimensionality reduction on a 3042
dimensional patch descriptor extracted at the interest point. First, a rotat ed
41 � 41 patch of the scaled image in which the interest point was detected is
calculated so that the orientation of the interest point corresponds to 0 degrees
in the patch. The x and y di�erences are extracted separately to create two
39 � 39 images which are concatenated into the full 3042 dimensional patch
descriptor.

Principle components analysis [47] consists of �nding the eigenvalue decom-
position of the covariance matrix of a set of data. The resulting set of eigen-
vectors forms an orthogonal basis for the points, and can be used to reduce the
dimensionality of data while retaining much of the variance. In the case of this
study system, a precomputed eigenspace based on natural images was obtained
from Ke's website.
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Figure 3.3: Sample DoG Interest
Points. Lowe's DoG detector was used
on each image to extract interest points.
Each red arrow indicates a feature and
orientation, with the length correspond-
ing to the scale of the keypoint.

Figure 3.4: Sample Query. This is a
sample query to the system. There are
four images in the query, each occluding
a signi�cant portion of the others (with
the obvious exclusion of the topmost
image). In addition, they have been
scaled, rotated and either had noise
added or their contrast changed.

3.5.3 Nearest Neighbor Database

Every image in the database was run through the Interest Point Detector and
Feature Descriptor Extractor to create a list of keypoints for each image. An
image from the database and its features can be seen Figure 3.3. The data
structure used for the database was our implementation of the disk-based LSH
data structure described in [52].

Upon receiving a query photograph, the �rst step in the query is to extract
the features, as shown in 3.4. Once the features have been extracted, we will
perform a nearest neighbor search on each keypoint in the image to �nd its
nearest neighbor in the data set. Some keypoints won't have a good match in
the database due to their being background clutter, obstructed in all database
images, or unimportant for matching. Thus, we need a rule for discarding these
bad points. For our needs, we will record the �rst and second nearest neighbors
in the neighborhood returned by the LSH data structure and if the �rst nearest
neighbor is 80%5 or more of the distance to the second nearest neighbor, we will
discard that keypoint.

3.5.4 Match Generator

Only images in the database who have keypoints which are in the set of nearest
neighbors will be examined. For each of these images, the system will take
the pairs of nearest neighbors for that image and attempt to �nd groups which
can be explained by the same object pose. Instead of the generalized Hough

5This value was determined empirically by Lowe [59]
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Figure 3.5: Center Clusters. Each circle shown is a proposed center from a keypoint
based on that keypoint's scale, orientation, location and the relative pos ition from the
center of its matched keypoint in the database. As can clearly be seen, there is a clear
cluster of correct points in the case of a true positive and just noise for false positives.
The colors of the keypoints indicate which mixture component they be long to, again
notice that the noise in the true positive image on the left is explaine d completely,
with the correct matches being identi�ed clearly for use in geometr ic veri�cation.

transform used by Lowe, we will describe here a novel probabilistic approach to
give a candidate pose.

Probabilistic Pose Prediction

For every point in the database, we have encoded position as a vector pointing
from the center of the database image to the feature, denoted x. For every
matching pair, we calculate the di�erence in orientation, r � = � q � � r and the
di�erence in scale r s = sq=sr and use them to create a transformation matrix
T where

T =
�

r scos(r � ) �r ssin(r � )
r ssin(r � ) r scos(r � )

�
: (3.11)

With T, we can now �nd a vector x0 = Tx, with which we can �nd the predicted
center of the source image in the query image by subtracting it from the query
point position. Thus, every match pair predicts a center, and we can analyze
this plot to group the pairs. For true positives there will be a mass of center
predictions around the actual center of the object and then random predictions,
and for false positives there will be a noisy distribution of centers across the
image as can be seen in Figure 3.5. Another way of looking at this is that
in true positives there are center predictions which are produced by the true
keypoints generated by the object and the rest are noise. When posed this
way, the most natural way to solve the problem is by �tting a mixture of K + 1
bivariate Gaussians to the plot given that K instances of an object are expected.
In this study system, K is equal to 1, however more complex systems would use
the minimum description length principle to choose between di�erent mixture
models over a range of values forK . An example of pose prediction for multiple
object instances is shown in Figure 3.6. In Figure 3.5, the query image has
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di�erent colored center predictions plotted to signify cluster members, and as
can clearly be seen one can cleanly separate out the true centers from the noise
in the true positive case. For all mixture model components we gather together
their constituent points as a basis for an a�ne transform calculation.

All true positive matching pairs are used to �nd a true transform from the
result image to the query image. Due to the nature of our pose prediction
method, the true positive matching pairs have a high probability of geometric
correlation. The nature of the geometric constraint in this study system is an
a�ne transform, though a full homography is just as easily computed.

The a�ne transform is found using least squares. Speci�cally, if the a�ne
transform is written as

�
u
v

�
=

�
m1 m2

m3 m4

� �
x
y

�
+

�
tx

ty

�
(3.12)

then we can write out a linear system as:
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Which naturally is of the form Ax = b and is therefore solvable by means of least
squares, namely x = [AT A]� 1AT b. Once we have the a�ne transformation, we
remove any matching pairs which don't agree within .25 of the source image
dimensions as projected into the new image. We repeat this processN times,
whereN can be as low as 2 due to the way in which the basis points are chosen,
but can be set higher for more accuracy in the transform.

After this process, a set of a�ne transformations and matching points for
a subset of the database has been found, however a means of evaluating these
matches is needed. This is done using a novel scoring system. What we are
interested in is the joint probability of the transform and the data, p(A; D ) =
p(AjD )P(D), where A is the a�ne transformation and D is the set of matching
points. To do this, we model the posteriorp(AjD ) as a bivariate Gaussian, the
mean and covariance of which are calculated using the center point predictions
of the matching points. The p(AjD ) is then calculated by using the a�ne

matrix's center prediction,
�

tx

ty

�
. For correct matches, the transform's center

prediction is at or very near the mean and thus gives a high probability. The
prior P(D) is taken as the percentage of total matching points remaining after
�tting represented by the basis points D . For incorrect matches the transform's
center prediction is far from the mean and given the distribution's large variance
for incorrect matches, results in a very low probability for the match, with t he
prior ensuring that images with a small number of matching points will not be
given as much certainty as those with more support.
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Figure 3.6: Pose Prediction. The three images shown are combined in the test image
under a variety of transformations (scale, rotation, noise, contrast, bri ghtness). Below
each is shown the center predictions colored according to mixture model membership,
where the models used have aK = 3. The last row shows the query image and the
resulting matches.
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Figure 3.7: Sample results. These are the results from the system for the sample query.
Each color square indicates a di�erent matching keypoint at a particul ar location,
orientation, and scale. The red, green, blue and magenta squares are the correct
matching keypoints and the bold colored rectangles are the position predictions after
two iterations of least squares.

Figure 3.8: Precision/Recall Curve . Shown is the combined precision/recall curve for
the system. The altered quantity is the certainty value threshold . As can be seen, the
system performs perfectly on our database of 118 images, even though the setof query
images are in some cases quite di�cult. There were 31 queries: 5 occlusion images,
5 contrast-altered images, 11 rotations, 5 noisy images, and 5 images with multiple
alterations in combination.
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3.5.5 Results

The results for the query image in Figure 3.4 can be seen in Figure 3.7, with
the transform onto the query image depicted as a rectangle with the oriented
rectangles within being the matching points. A precision/recall curve is given
in Figure 3.8.

The problem with this system, and indeed any system based on SIFT or
a similar descriptor and using nearest neighbor matches to score images in a
database, is that as the number of database images increases the cost of reliably
�nding the correct nearest neighbors while maintaining performance to the point
where it becomes prohibitive. This is an unavoidable result of any technique
utilizing nearest neighbor search in a database. Thus, in order to use these
techniques on a large scale some method culling the database as a pre-processing
step must be found, or alternatively some way of dividing the database into
subsets that are reliably and e�ciently searched.
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Chapter 4

Learning Image Concepts

Image content concentrates on extracting data, in the form of features, which
describe an image. Learning image concepts allows for the more di�cult task
of extracting meaning from an image. Extracting image content is much like
reading the mass values on a scale: it gives you information on the substance
being measured but does not tell you what that information signi�es. Learning
the image concept is like taking that measurement and comparing it against
other measurements in an attempt to �nd out an underlying property of the
substance, such as its molecular weight. Whereas image content can tell you
that an image has a large reddish-orange segment on top of the image with a
yellow circle inside of it with a darker segment in the bottom of the image, the
image concept is that it depicts ocean sunset.

For the purpose of image retrieval, a concept or concepts (such as sun)
extracted from a query can be used to match with images in the database which
may not be visually similar by standard content matching techniques, such asa
sunset for a query image of the sun in a blue sky. In addition, it can be used to
organize the database to enable otherwise limited search techniques (such as the
one in Section 3.5) to be more e�ective, as is proposed for theHUGINNsystem
in Section 6.2.

4.1 Image labelling as translation

Of the two problems at hand, learning image concept is by far the most di�cult.
One method of approaching the problem is through the conceptual framework
of concept as translation. To return brie
y to the analogy of content as instru-
ment readings, the trick in learning the concept is in �nding the underlying law
which causes a particular quantity to give its reading, and thus to be able to
predict future measurements. The way this law is found is through repeated
measurement and recording of results to �nd a trend, a process which is similar
to that used to �nd the translation between two languages. If enough aligned
texts (documents in one language with their correct translation) have been ac-
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Figure 4.1: Labelled Images as Aligned Text. These images were taken from the Corel
database, where images have anywhere from 1 to 5 accompanying keywords which describe
the image contents. There is no correspondence given between segments and text, however
they form two aligned sentences in the image and word languages.

quired then co-occurrence of translated words can be recorded and rules for
translation found. All of these rules together de�ne the relationship between
the two languages.

If one thinks of image segments, or blobs, as \words" in an image language,
then a series of labelled images as shown in Figure 4.1 essentially form analigned
text. Once the problem has been thus formulated, object recognition becomes
a matter of �nding the translation rules between image portions and the words
for the objects they represent. This framework is the focused study of research
begun by Barnard et. al in [5] and continued through [4, 27] to a comprehensive
study of the idea in [3].

4.2 Learning concepts

Learning concepts as translation rules requires large quantities of training data
to be able to perceive all of the co-occurrences that will form the rules and to
make sure that the concepts themselves are general enough to apply to new
data. For example, if the system is learning the concept of the \sun" but is only
shown sunsets, it may be unable to identify the sun in a clear blue sky. The
process of learning concepts is achieved through machine learning and there are
several di�erent techniques by which a translation model can learn from data
trends.

A variety of translation models have been used throughout the nascent stages
of the technique, including those used by Brown et al. in [16] for �nding transla-
tion rules between French and English from the aligned texts of Canadian par-
liamentary debates, the hierarchical clustering models of Hofmann and Puzicha
[42] and latent Direchlet allocations [11, 87]. In [3], Barnard et al. perform a
thorough evaluation of various models, with the two best groups being found to
be multi-modal hierarchical aspect models and mixtures of multi-modal Latent
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Dirichlet Allocation. It is these two groups that we will examine in closer detail
in this section.

All methods are designed to work with feature vectors, or \blobs", repre-
senting the segments of an image. These are related through annotations to
associated words which describe the image as a whole. The accuracy of the seg-
mentation method isn't vital provided that it is consistent, allowing the us e of
automatic segmentation techniques such as normalized cuts [85] to prepare the
data, regardless of their lack of accuracy. Once an image has been segmented, a
feature vector is extracted for each segment containing color (mean and variance
of RGB sum, RGB, and normalized r/(R+G+B) and g/(R+G+B), color con-
text), texture (mean and variance of odd and even phase �lters at 2 sigmas and
6 orientations) and other cues (shape statistics, position, size, etc.) as described
in by Gabbur in [34].

4.2.1 Hierarchical Asymmetric Clustering

Of the heirarchical aspect models, theI-2 model serves to introduce the basic
idea and its implementation, and will be discussed here. In theI-2 model,
blobs and words are statistically linked through the assumption that there are
hidden factors (concepts) which are each responsible for generatingboth the
words and blobs associated with that factor. By generating both words and
blobs, the concepts can then be used to link the two, learning how they relate.
The observations (image and associated text) are assumed to be generated from
multiple draws from the hidden factors, as otherwise all possible combinations of
words and blobs would need to be modelled. The joint probability of a particular
blob, b, and a word w, is modelled as

P(w; b) =
X

c

P(wjc)P(bjc)P(c) (4.1)

where c indexes over the concepts,P(c) is the concept prior, P(wjc) is a fre-
quency table, and P(bjc) is a normal distribution over features. The normal
distribution over features is assumed to have diagonal covariance to simplify
calculation and avoid over�tting. The probability of the observed data, W [ B ,
given the model, is then:

P(W [ B ) =
Y

b2 B

 
X

c

P(bjc)P(c)

!
Y

w2 W

 
X

l

P(wjc)P(cjB )

!

(4.2)

where W is the set of all annotated words,B is the set of blobs andP(cjB ) /P
b P(cjb), normally limited to the N largest blobs (typically 8 or 10).
This model is �t using the Expectation/Maximization technique [26] treating

the concepts as hidden data. This results in the following learning equations for
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Expectation:

P(cjb) / P(bjc)P(c) (4.3)

P(cjB ) /
X

b2 B

P(bjc)P(c) (4.4)

P(cjw; B ) / P(wjc)P(cjB ) (4.5)

and Maximization:

P(c) /
X

d

"
X

b2 B

P(c; b) +
X

w2 W

P(cjw; d)

#

(4.6)

� c =
P

b P(cjb)b
P

b P(cjb)
(4.7)

� c =
P

b P(cjb)(b � � c)(b � � c)T
P

b P(cjb)
(4.8)

P(bjc) / N (� c; � c; b) (4.9)

P(wjc) /
X

d

P(cjw; B ) (4.10)

where d indexes the training documents andN is a multivariate normal distri-
bution.

4.2.2 Mixture of Multi-Modal Latent Direchlet Allocation

The other model used is the relatively new, promising and easily misspelt La-
tent Dirichlet Allocation, �rst introduced by Blei and Jordan in [11] and then
adapted by them to the task of object recognition within a machine translation
framework in [3]. In that paper, a mixture of multi-modal LDA's is used to
model the complex relationship between images and text. The LDA is a gener-
ative probabilistic model like a multivariate normal distribution, but is tailored
for collections of data, in the sense that the LDA generates collections intact ex
nihilo as opposed to generating each item in the collection independently. For
this task, a collection of words and blobs makes up a document and an LDA
provides a model of independently generated whole documents.

Since LDA's are generative, they are readily used in a mixture model. That
model assumes that each document (blobs and words) was generated by the
following process:

1. Choose one ofJ mixture components c � Multinomial( � ).

2. Conditioned on the mixture component, choose a mixture overJ factors,
� � Dir( � c).

3. For each of the N words:

(a) Choose one ofK factors zn � Multinomial( � ).
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(b) Choose one ofV words wn from p(wn jzn ; c; � ), the conditional prob-
ability of wn given the mixture component and latent factor.

4. For each of the M blobs:

(a) Choose a factorsm � Multinomial( � ).

(b) Choose a blobbm from p(bm jsm ; c; �; �), a multivariate normal dis-
tribution with diagonal covariance, conditioned on the factor sm and
the mixture component c.

Maximum likelihood estimates of the Dirichlet, word multinomials, and G aus-
sian parameters can be obtained by the EM algorithm with a variational E step
as described in [11].

Given an image and a mixture of multi-modal LDA's ( MoM-LDA ), image
based word-prediction is performed by �nding the distribution over words based
on the computed approximate posterior over mixture components and, for each
mixture component, an approximate posterior Dirichlet over factors. Let �
denote the approximate posterior over mixture components, and
 c denote the
corresponding approximate posterior Dirichlet. The distribution over words
given a collection of blobsB is

P(wjB ) =
JX

c=1

P(cj� )
KX

z=1

P(wjz)
Z

P(zj� )p(� j
 c)d�: (4.11)

The integral over � is the expectation of thezth component of � � Dir( 
 c), and
thus easily computed as

Z
P(zj� )p(� j
 c)d� =


 cz
P K

y=1 
 cy

:: (4.12)

The MoM-LDA has the advantage of accommodating documents with multiple
topics, which is not handled well by the multi-model hierarchical aspect models.
Models such asI-2 try to �nd a single concept which dominates the document
and use that concept to predict words, while theMoM-LDA can accommodate
topic clusters by conditioning the concept z over the Dirichlet.

4.3 Auto-annotation and Image Retrieval

Once a model forP(wjb) has been trained, a system can be built which can take
segmented images as input and generate a distribution over the word vocabulary
for the image. The weight of the distribution concentrates around words which
were most often associated with blobs of the given type in the training corpus,
but through the use of an intermediary concept it is able to predict words for
a blob which did not necessarily co-occur but are still appropriate. This model
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Figure 4.2: Image Labelling and Annotation . The word shown is the most probable label
for that area of the image, however a full distribution over the vocabu lary is produced for
each segment. The words below the image are the annotation produced by the algorithm
based on the segment labels.

can be used to both label individual blobs with words by assigning the most
probable word in the vocabulary and also to label the image as a whole using

P(wjB ) =
X

c

P(wjc; B)
Y

b2 B

p(bjc)P(c) (4.13)

where B is the set of all blobs in an image (or in practice theN largest) and
c indexes concepts. The quantityP(wjc; B) is approximated using its average
value, P(wjc) with negligible performance loss to closer approximations [5]. The
result of both processes can be seen in Figure 4.2. Equation 4.13 is given using
the framework of the I-2 model, whereas forMoM-LDA the same e�ect can be
reached by restricting the collection of blobs to a single blob for theP(wjb) case.
The �rst task is labelling ( p(wjb)) and is a form of object recognition, however
the second task, auto-annotation (p(wjB )), has interesting applications to image
searching.

This method of extracting image concepts provides an interesting model for
document retrieval. Due to the nature of the distributions modelled the user can
query on words and/or blobs and the results will be retrieved which best model
the concept those words and blobs jointly represent. More precisely, given a
target set of documentsD = f djd = W [ B g where W is a set of words andB
is a set of blobs, the probability of a user queryQ consisting of words and/or
blobs being generated by (and thus related to) a documentd can be determined
using

P(Qjd) =
X

c

P(Qjc)P(cjd) (4.14)

P(Qjc) =
X

c

0

@
Y

q2 Q

P(qjc)
Y

i 2 d

P(i jc)

1

A (4.15)
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where q is either a word or a blob and i 2 W [ B from document d.
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Chapter 5

Multi-label Boosting

The Barnard et al. approach to extracting concepts as presented in Chapter 4 is
very e�ective but it is limited by the fact that it is forced to perform well over all
on the entire data set by the training process. As a result, the concepts which
are learned tend to relate textually to the words which occur most often in the
data (e.g. sky, water, sun) and visually to the easiest to recognize segments (e.g.
solid blue, textured green, yellow circles.) This e�ect can be seen in Figure 5.2,
where the model predicts the entire image as \sky". While this produces good
results for a large subset of the data and thus is optimal behavior for the system,
it doesn't leave any concepts left over to represent the many words and image
segments that are less prevalent. A way to somehow account for this forgotten
data would signi�cantly improve performance of the algorithm.

5.1 Boosting

Boosting is a process by which several guideable weak learners are combined to
create a single system which is better than the sum of its parts. Freund and
Schapire, in their seminal paper on Adaboost [32], liken it gambling on horse
races. Imagine that you are a terrible gambler, but each of your friends (who are
better at betting on horse races than you) gives you a rule of thumb (e.g. bet
on the youngest horse, bet on horses named after 
owers.) After each race you
record the conditions in which each rule succeeded or failed and over time you
discover a means by which to combine the rules such that you can successfully
bid on the winning horse the majority of the time based on the conditions for
the race.

The iterative process consists of telling each subsequent learner to concen-
trate on a certain subset of the data which has yet to be learned by the previous
learners, and thus as a concept it is an ideal solution to the weakness of the
concept learning systems in Chapter 4. No boosting system has ever been built,
however, which is able to boost multi-label learners of this variety. We present
here the MLBoost system (�rst published in [46]) which provides boosting for
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multi-label learners. This system provides a framework for improving concept
learning by not only improving the performance existing systems but allowing
the intelligent combination of di�erent learners working with the various ki nds
of content described in Chapter 2 such that the best features are used to distin-
guish between concepts, with each concept being able to use a prime mixture
of content types.

5.2 Multilabel and Multiclass Boosting

In its most basic form, Adaboost deals with binary classi�cation (i.e. something
is/isn't a member of a class). However, Freund and Schapire provide two multi-
class versions of Adaboost in [32]. Our multi-label framework is an extension
of the second version, which dealt with learners that were evaluated in terms of
pseudoloss. The concept of pseudoloss is quite well suited to dealing with the
data ambiguity problem at hand. It was originally de�ned as

plossq
:=

1
2

0

@1 � h(x i ; yi ) +
X

y6= y i

q(i; y )h(x i ; y)

1

A (5.1)

where q is a label weighting function, x i is a data input, yi is the correct label
for that data, and h is a hypothesis returned by a weak learner which assigns
a certainty value between 0 and 1 for each label given the input. The label
weight function, q, deserves some mention. This function measures the degree
to which the weak learner mistakesx i for being a member of another class. It is
calculated such that

P
y6= y i

q(i; y ) = 1. In this way, if the certainty sum for every
label (except the correct label) is 1 then the pseudoloss is 1, and if the classi�er
is perfect (the correct label has a certainty of 1 with all others 0) the pseudoloss
is 0. The place ofq in the algorithm is to guide the learner towards learning
certain classes more thoroughly than others, which enables the boosting system
to concentrate on classes which are hard to classify and underrepresented.

Our situation is slightly di�erent from that of this initial formulatio n. Whereas
the original deals with data items with single labels, we are dealing withdata
items which have multiple labels. The learner must maximally predict the cor-
rect labels and minimally predict the incorrect labels, and we have modi�ed the
pseudoloss in a straightforward manner to re
ect this:

plossq
:=

1
2

0

@1 �

P
y2 Yi

h(x i ; y)

jYi j
+

X

y2 Y � Yi

q(i; y )h(x i ; y)

1

A : (5.2)

5.3 MLBoost

Using this modi�ed pseudoloss as a basis, our modi�ed form of Adaboost, named
MLBoost , is presented as algorithm 1. It should be noted that there are two
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Algorithm 1 MLBoost
1: Input:

1. documentsh(x1; Y1); : : : ; (xN ; YN )i with labels Yi � Y = 1 ; : : : ; k
2. distribution D over the documents
3. multi-label weak learning algorithm MultiWeakLearn
4. integer T specifying number of iterations
5. training speed constant K

2: Initialize the weight vector: w1
i;y = 1

3: for t = 1 to T do
4: Set W T

i =
P

y =2 Y wt
i;y ;

qt (i; y ) =
wt

i;y

W t
i

for y =2 Yi ; and set

D t (i ) =
W t

iP N
i =1 W t

i

5: Call MultiWeakLearn , providing it with the distribution D t and label
weighting function qt ; get back hypothesisht : X � Y ! [0; 1].

6: Set � t equal to the pseudoloss ofht (see equation 5.2)
7: Set � t = � t

(1 � � t ) .
8: Produce an annotation setA i for each x i where jA i j = jYi j and contains

the most likely labelling elementsy with regard to ht .
9: Set the new weights vector to be

wt +1
i;y =

(
Kw t

i;y y 2 A i 	 Yi
w t

i;y

K otherwise

for i = 1 ; : : : ; N; y 2 Y � Yi .
10: end for
11: Output the hypothesis

hf (x; y) =
TX

t =1

�
log

1
� t

�
ht (x; y)

.
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novel and key di�erences between this algorithm and Adaboost.M2. As pre-
viously mentioned, the �rst di�erence is the modi�cation to the calculation of
pseudoloss. The second di�erence is that the recalculation of the weight vec-
tor has been modi�ed to incorporate multi-label output. The weight vector
is updated based on whether a particular label is a member of the symmetric
di�erence between the correct annotation for a particular input, Yi , and the
annotation of that input, A i , which is the set of elementsy for which ht is max-
imally con�dent, as done by Schapire and Singer in [81]. For all labelsy which
are incorrectly given by the hypothesis in the annotation A i , the document
speci�c weight, wi;y increases by a factor ofK , the training speed constant.
For all other y, the weight decreases by a factor ofK . In this way, documents
which are consistently labelled correctly decrease in training signi�cance expo-
nentially while documents which are consistently annotated incorrectly increase
in training signi�cance. Also, those which are consistently annotated incorrectly
with the same words increase in training signi�cance exponentially. In our ex-
periments we used a value forK of N 1=T , where N is the number of training
documents. Our choice ofK was made such that it was di�cult for a single
document to dominate all training by being annotated incorrectly every time
with the same word until the end of the training run.

In keeping with the original form of this algorithm, the learner to be boosted,
MultiWeakLearn , need only produce hypotheses with pseudoloss consistently
below or above 1=2 with respect to the distribution over the documents D and
the label weighting function q with which it was presented. However,Multi-
WeakLearn must be able to learn from multi-label data. Because of this, the
candidate learning systems tend to be far more complex than in the supervised
case, where often simple decision stumps are all that is required [91]. Previous
attempts at boosting more complex learners for speech recognition [101] have
shown that boosting is still useful in these circumstances, though the resulting
array of hypotheses can be time- and space-intensive for calculation and storage,
respectively. In our initial exploration of this topic we disregarded this aspect in
favor of exploring the usefulness of the technique, however future work will need
to concentrate on ways to improve performance and decrease time and space
complexity.

5.3.1 MultiWeakLearn

Before we could use this boosting framework to create a vision system, wehad to
produce a candidate forMultiWeakLearn . Our candidate for MultiWeak-
Learn in this paper is a novel modi�cation to the method used by Barnard et. al
in [3] and described in section 4.2.1. In the learning equations, we make several
key insertions to bias the learning towards subsets of the data and against par-
ticular labels as determined by the distribution D and label weighting function
q provided by the boosting system as described in algorithm 1.

We use D to in
uence the clustering of blobs by giving more weight to
blobs in emphasized documents during Maximization. D (i ), is added as an
addition weight to P(cjb) in equations 4.7 and 4.8. We useq, or rather the
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value 1� qt (w; i ) to deemphasize incorrect labels when calculatingP(cjw; B ) in
the Expectation (speci�cally, equation 4.5).

This system provides a hypothesis to the booster which calculates a vocab-
ulary distribution for a document using a novel weighted voting scheme. We
introduced this scheme due to problems inherent in the original annotation sys-
tem provided by Barnard et. al, which would produce a P(wjB ) as

P(wjB ) /
X

b

P(wjc)P(cjB ): (5.3)

Imagine an image of a plane 
ying in the sky. The blue segments of sky give
a large contribution to the solid blue, \sky" concept. The one or two segments
depicting the plane give a smaller contribution to the textured gray, \plane"
concept. The resulting annotation is heavily biased towards the �rst concept
and contains words like \sky" and \water" but not \plane", even though that
segment was correctly labelled.

We propose the following solution: for each blob, the words in the vocab-
ulary are ranked with regard to their likelihood as a labelling for that blob as
determined by P(w; b). Then a vote is cast for each word with weightvw = 1

2r w ,
where rw is the rank of a particular word (i.e. rw = 0 for the �rst ranked y
and jY j � 1 for the last). The resulting collection of votes is then normalized to
produce a distribution P(wjB ) over the vocabulary.

5.4 Results

We trained the algorithm using a subset of 1881 images from the Corel database.
The state-of-the-art system used for comparison is an unmodi�ed implementa-
tion of model I-2 from [3] with linear topology. Our system, MLBoost , was
implemented as shown in algorithm 1. The models were evaluated on two tasks:
annotation and labelling. Each was trained on roughly 90% of the data, or 1667
images, and a test set of the remaining 214 images was used for evaluation of
the model's generalization ability.

5.4.1 Annotation

Annotation provides a straightforward means to determine the e�ectiveness of
the models under study. The baseline for performance is di�cult to set; how-
ever, in [3] a word frequency distribution extracted from the training data has
proven to be a rough equivalent of the \oblivious" algorithms used elsewhere
in the literature for a similar purpose. This annotation simply consists of the
top N words according to usage, whereN is the size of the correct annotation
for an image. Due to the nature of the Corel database, the keywords pro-
vided as correct annotations in our data contain many of the same words (e.g.
\rock", \sky", \close-up"), allowing such a method of annotation to do quit e
well. To perform better than this, a learner must be gaining knowledge from
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Figure 5.1: Annotation Performance on training and test data. The training subset
consisted of 1667 images, or 90% of the data, with the test subset consisting ofthe
remaining 10%, or 214 images. The data for word frequency comes from simply pro-
ducing an annotation of the �ve most common words in the training data set for each
image. The data from I-2 comes from our implementation of the linear form of the
model in [3]. As expected, MLBoost has fewer \bad" annotations (i.e. the �rst two
bins), and the stressing of overall performance in the algorithm intr oduced by taking
the mean of the con�dence scores for the correct labels results in more\good" anno-
tations (i.e. the last three bins), particularly those which are almos t entirely correct.
Score is determined as the number of correctly annotated words from an algorithm
divided by the number of keywords for an image.
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co-occurrence with image data, not simply word usage statistics, and as such it
serves well as a baseline.

Annotations are produced as described in section 5.3.1. The annotation
performance is shown in �gure 5.1 for annotations produced using the word
frequency and the two models. As expected,MLBoost has fewer \bad" anno-
tations (i.e. the �rst two bins), and the stressing of overall performance in the
algorithm introduced by taking the mean of the con�dence scores for the correct
labels results in more \good" annotations (i.e. the last three bins, particularly
the second to last bin.)

5.4.2 Labelling

Labelling is a di�cult task as it is essentially object recognition. The segments
produced by normalized cuts tend not to be optimal for the task, though this
problem is not endemic to the algorithm as automatic segmentation remains
an open problem. That aside, the system produced by Barnard et al. is ca-
pable of performing rather well on the task, and as such we can boost that
performance. Automatic evaluation of the task is impossible, as the matching
between segments and keywords is an unknown quantity. In order to do a thor-
ough evaluation of labelling performance, hand labelling with multiple labels
of each segment in every image would have to be performed. While such an
evaluation is desirable, it is not within the scope of this paper.

Presented in �gure 5.2 are 3 examples each fromI-2 on the left and from
MLBoost on the right. The automatic segmentations of the images are shown
in red, and the top-scoring label for each of the 10 largest segments is displayed.
The �ve words at the bottom of each image are the annotating words produced
for the image ordered from left to right in terms of likelihood, with bol d font in-
dicating those which are correct. It should be noted that the correct annotations
did not always have 5 words, though 5 was the maximum. All �ve maximally-
predicted words are shown to give insight into the nature of the distribution.
Note that I-2 is achieving annotation performance by taking the easiest path in
terms of segment labelling, whereas MLBoost is correctly labelling the segments
and achieving equal or better annotation performance on the same image input.

71



Figure 5.2: Labelling performance. The labellings on the left come from model I-2 ,
on the right from MLBoost . The automatic segmentations of the images are shown
in red, and the top-scoring label for each of the 10 largest segments is displayed. The
�ve words at the bottom of each image are the annotating words produced for the
image ordered from left to right in terms of likelihood, with bold font indicating those
which are correct. Note that I-2 is achieving annotation performance by taking the
easiest path in terms of segment labelling, whereas MLBoost is correctly labelling the
segments and achieving equal or better annotation performance on the same image
input.
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Chapter 6

Conclusion

In this chapter, we will take a look at the contents of the report and what
they indicate as a direction for future research in the �eld of image retrieval.
We will look for weaknesses in the current state of the art approaches and
display proposals for strengthening current systems that will form the core of
the research taking place over the next two years culminating in a completed
PhD and a new range of systems for concept-enabled image retrieval.

6.1 Summary

We began this report by pursuing an in depth study of the state of the art
in image retrieval. Beginning with various ways to extract image content, we
discovered that global color alone can't be depended on for consistency and must
be treated carefully. We found that there are many di�erent ways of describing
texture but that the innovation of the texton improves all of them and turns
texture into an e�ective descriptor. Finally, we found that shape descriptors
are yet to become truly useful representations of image content. We explored
di�erent methods of �nding reliable local interest points and performed a study
of the very successful SIFT descriptor.

Once we were familiar with content, its uses and its properties, we moved on
to the problems associated with image retrieval. We found that just as there are
many ways of describing image content there are many ways of organizing that
content for storage, including histograms, Gaussian distributions and collections
of local features. We then explored the problems inherent in de�ning distance
for non-Euclidean entities, looking at a variety of metrics. Once metrics were
understood, we moved on to the problem of �nding the nearest neighbor in high
dimensional spaces, learning of the ways to use KD Trees and the new Locality
Sensitive Hashing technique to solve this problem. We looked at browsing as
well as a valid alternative to automatic search. Finally, we explored a working
image retrieval system built in the vein of Lowe's image retrieval system, which
used SIFT and LSH to index into a collection of images and return candidate
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matches for a query. We noted that, though the system had good results, it is
limited in its scope to relatively small numbers of images due to the curse of
dimensionality.

Having reached the state of the art in image retrieval, we began to look
at ways of learning image concepts by treating object recognition as machine
translation. We looked at di�erent statistical models for use in extracti ng con-
cepts, and then at ways concept can be used for searching. Given the problems
inherent with the current generation of cluster-based concept learning systems,
we saw the need to �nd ways to boost the performance of these algorithms.
We learned, however, that there were no boosting frameworks for multi-label
learners, motivating the creation of a new boosting framework,MLBoost .

6.2 HUGINN: A Concept-Based Image Retrieval
Framework

In Norse mythology, Odin's two ravens Huginn and Muninn, \thought" and
\memory", searched the world for information which he brought back to Odin
at the end of every day. Named in honor of the thought that retrieved infor-
mation for that monocular deity, the HUGINNframework will integrate the use
of concepts to search databases for images. Though the current state-of-the-art
systems, speci�cally those based on SIFT such as [52], are very e�ective, they
are limited in their applicability by an upper bound imposed by the curse of
dimensionality, having the e�ect that with very large databases several indis-
tinguishable results are returned for a query image. This is a situation that is
bound to occur with any purely content-based system. Though the descriptors
used are rich and particular, they remain very elaborate permutations of \bigger
than a bread box"-type quali�cations that, however descriptive, are meaningless
if no underlying concept is understood.

We propose that we use the major concepts in the database to create \views"
of the data space which are biased towards that concept. Each concept is used
to weight the features from an image according to theP(cjI ) for the purpose of
performing a dimensionality reduction as in [12, 29, 96]. These \views" create
an embedding in a lower dimensionality which retains accurate nearest neigh-
bor for those entries which are strongly relevant to the particular concept. The
use of such a reduction is two-fold: �rst, it reduces the number of dimensions
used for the feature descriptor and thus increases the e�ciency and accuracy of
distance calculations and it increases the accuracy of approximate nearest neigh-
bor algorithms by creating clearer point position, thus reducing the increase of
complexity imposed by the curse of dimensionality.

Aside from practical concerns, this new embedding provides exciting possi-
bilities for image browsing and customization of image database solutions for
di�erent clientele requirements. For example, for an art database, the interests
of clientele looking to buy art at auction is much di�erent from the interests o f
school children doing reports on the great artists. As such, the concepts used
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to provide views into the database for both client sets could be customized to
increase productivity.

For image retrieval, the user provides images and or words which describe
the quantity they are searching for. HUGINNcan then automatically extract
concepts from both the words and the images and search the appropriate spaces
for nearest neighbors and text matches, returning a range of results proportional
to the concept prior.

Thus, the embedding has a three-fold e�ect: increasing the speed and e�-
ciency of the searching algorithms, providing customized database portals for
browsing, and providing concept-based retrieval. The actual retrieval mecha-
nism used in the framework is open to change, as is the model used to extract
concept. With the current state of the art, the retrieval system used would be
SIFT based with LSH nearest-neighbor retrieval similar to [52], and the con-
cept learning and extraction system would be theMLBoost version of the I-2
model from [3]. As new feature descriptors and models are developed, however,
the HUGINNsystem can incorporate them freely.

6.3 Future Work

The HUGINNframework and its formalization are the immediate concern of our
research. In particular, a proof that a weighted dimensionality reduction will
increase the accuracy of approximate nearest neighbor algorithms on searches
with a high score for an embedding's concept must be formed. In addition, new
ways of extracting concept must be found.

6.3.1 Learning Better Concepts with MLBoost

The main motivation behind MLBoost , aside from improving the performance
of multi-label learners, was to allow for the intelligent combination of di�er-
ent learners to improve coverage of the feature space. We believe that current
systems which perform learning based on large conglomerate vectors which com-
bine color, texture, and shape lose their ability to emphasize particular cues on
a concept basis. As such, we want to experiment with combining multiple learn-
ers with smaller, more focused feature vectors to learn di�erent object classes
and concepts. Another use of theMLBoost system is in the combination of
di�erent kinds of content. For example, three texture learners based on tex-
ton histograms, oriented �lter banks, and wavelets could be employed and the
booster could combine them to gain the advantages of all three methods.

6.3.2 Stable Feature Groups

One of the problems which plagues image retrieval and matching systems that
are based on local feature points is that when adding reference images to the
database, it is uncertain which of the detected feature points will be most useful.
As such, hundreds to thousands of points are included in the database, in the
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hope that the correct ones are among them. This results in large databases in
which the majority of the points will be unused and simply clutter up the featur e
space, resulting in poorer nearest neighbor performance and an inconvenient
upper bound on the number of reference images which can be reliable stored
and retrieved. In addition, the reference images often need to be of good quality
and high resolution to produce the maximum number of points.

We propose that instead of using a single, high quality still image, a sequence
of images of a reference object can be used instead, in which the feature points
in each frame are detected and registered with the other frames in an attempt
to determine which are most stable, i.e. which turn up most often. In addition,
instead of storing simply the descriptor, we will store the mean and variance
of a multi-variate Gaussian with diagonal covariance over the chosen feature
point, thus allowing for a match certainty to be determined instead of a sim-
ple Euclidean distance test during matching, which should result in a distinct
improvement in nearest neighbor performance.

In addition to �nding stable points, we will try to determine groupings of
stable and unstable points which occur together and in the same location. In
this way, when that stable point is found we can add certainty to the match by
looking for the unstable points nearby. It is possible that similar groupings are
shared between objects, thus reducing again the number of points which need to
be stored in the database and adding increased stability against occlusion and
articulation (i.e. objects with moving parts). In addition to noting unsta ble
interest points which co-occur with stable points, segments of silhouette near
the grouping could also be stored to incorporate local shape information that
could be compared against an Chamfer edge map of the query image.

6.3.3 Provisional Timetable

Naturally, this research is still under way and many aspects may change and
evolve as new avenues for exploration come to the fore and the state of the
art proceeds in new directions. Table 6.1 is a provisional timetable for the
completion of the PhD by September, 2007. This will serve as both a collection
of deadlines, a constraint on tangential exploration, and a manner of tracking
progress as this research moves towards its conclusion: a state of the art and
revolutionary image retrieval framework.
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Table 6.1: Provisional Timetable for timely completion of PhD.
Dates Description of Work
October - December 2006 Stable Feature Groups
January - March 2006 Formalize HUGINNFramework
March - May 2006 Build Image Retrieval component for HUGINN
May 31st 2006 Deadline: Complete Image Retrieval System
May - October 2006 User studies for Browsing system
October - January 2007 Experiments with Combining Di�erent Learner

Types using MLBoost
January - March 2007 Build HUGINNBrowsing system
March 31st 2007 Deadline: Complete Image Browsing System
March - May 2007 Work on optimization, a clean interface and pre-

sentation
May 31st 2007 Deadline: Final System
May - September 2007 Write Thesis
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